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ABSTRACT

The deployment of deep neural networks (DNNs) on resource-constrained edge devices is a significant
challenge in contemporary computing. A core problem is that traditional model partitioning, which splits a
DNN at a fixed point between a client and a server, fails to account for the dynamic nature of edge
environments, including fluctuating network bandwidth, heterogeneous client hardware, and varying
computational loads. This paper proposes Client-Adaptive Neural Networks (CANN), a novel server-driven
architecture for dynamic model partitioning. In CANN, a lightweight profiler on the client device
continuously monitors resource metrics (CPU, memory, battery) and network latency. These metrics are
reported to a central Orchestration Server, which leverages a reinforcement learning (RL) agent to
dynamically select the optimal partition point from a set of pre-defined "bottleneck" layers within a DNN.
This decision minimizes end-to-end inference latency while respecting client resource constraints. We
evaluate our framework on a variety of DNN models (MobileNetV2, ResNet-50) and edge device
simulators under realistic network conditions. Our results demonstrate that CANN reduces average
inference latency by 41% compared to static client-side, server-side, and fixed-split approaches, and
improves energy efficiency by 33% on client devices. We conclude that the CANN architecture provides a
robust, adaptive solution that effectively overcomes the limitations of static partitioning, paving the way for
more responsive and sustainable edge Al systems.

Keywords: Edge Computing, Dynamic Model Partitioning, Deep Neural Networks, Reinforcement

Learning, Resource Constraint, Inference Latency.
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1. INTRODUCTION hardware  capabilities  across devices are

The proliferation of Internet of Things (IoT)
devices and mobile applications has driven the
paradigm of edge computing, where computation is
performed closer to the data source to reduce
latency and bandwidth [1]. A cornerstone of this
paradigm is Edge Intelligence (EI), which involves
deploying machine learning models, particularly
Deep Neural Networks (DNNs), on edge devices.
However, complex DNNs are often too
computationally intensive to run entirely on
resource-constrained edge clients, leading to high
latency and energy consumption [2].

Why is Static Partitioning Insufficient? While
static partitioning [3, 4] offers an initial solution, it
is fundamentally ill-suited for the volatile and
heterogeneous reality of edge computing. A
partition point optimized for a high-end device on a

stable Wi-Fi connection becomes severely
suboptimal when that same device switches to a
poor cellular network or experiences high

concurrent CPU load from other applications. This
inflexibility leads to unpredictable and often poor
performance, manifesting as high latency, energy
drain, and a poor user experience. The core
problem, therefore, is the mismatch between static
algorithms and dynamic environments.

How does CANN address this? To bridge this gap,
we propose an architecture that treats partition point
selection not as a one-time configuration, but as a
continuous, context-aware optimization problem.
The key is to leverage real-time telemetry from the
client to make informed, per-inference decisions.
This paper answers "how" through a server-driven
orchestration paradigm powered by reinforcement
learning. The server, equipped with a global view
and more computational resources, runs an RL
agent that learns a policy to map multi-dimensional
client states (e.g., CPU, memory, battery, network)
to the optimal partition point, thereby dynamically
balancing the computational and communication
loads.

A common solution is model partitioning, where a
DNN is split into two parts: a client-side segment
that runs on the edge device, and a server-side
segment that runs on a powerful cloud or edge
server [3]. The client processes the initial layers and
sends the intermediate feature map to the server for
the remainder of the computation. Traditionally,
this partition point is determined statically during
deployment [4]. However, this approach is
inherently inflexible. Edge environments are highly
dynamic; network bandwidth can fluctuate, a
client's computational load can vary, and the

heterogeneous [5]. A static partition that is optimal
in one context may become a severe bottleneck in
another. In this paper, we introduce Client-
Adaptive Neural Networks (CANN), a server-
driven architecture that enables dynamic model
partitioning tailored to the real-time state of each
client. The core of CANN is an Orchestration
Server that makes intelligent partitioning decisions
based on a continuous stream of client-side
profiling data. By formulating the selection of the
partition point as a sequential decision-making
problem, we employ a reinforcement learning (RL)
agent on the server to learn a policy that minimizes
end-to-end inference latency. This approach ensures
that the system adapts not only to different device
types but also to the changing conditions of a single
device over time.

The main contributions of this work are:

The fundamental challenge this work addresses
the "why" is the critical inflexibility of existing
systems. Static partitioning strategies [3, 4] are
inherently brittle, unable to cope with the real-
world volatility of edge networks [13] and the
resource contention on client devices [5]. This
mismatch between static algorithms and dynamic
environments leads to unpredictable latency, poor
energy efficiency, and a suboptimal user
experience, ultimately hindering the reliable
deployment of advanced AI in critical edge
applications like autonomous drones, real-time
industrial inspection, and responsive healthcare
monitoring.

This paper introduces Client-Adaptive Neural
Networks (CANN), a server-driven architecture for
dynamic model partitioning. The core research
contributions of this work are threefold:

1.A Novel Dynamic Partitioning
Architecture: We  propose a  server-centric
orchestration framework that moves beyond static
splits, enabling real-time, per-inference partitioning
decisions based on a holistic view of client state.
2.An RL-Based Decision Engine: We formulate
the partition point selection as a Markov Decision
Process (MDP) and implement a Deep Q-Network
(DQN) agent that learns to optimally balance
computational and communication costs, capturing
complex, non-linear relationships that heuristic
methods [5, 7] cannot.

3.Empirical Validation of Performance and
Adaptability: Through extensive experiments on
heterogeneous hardware and network profiles, we
demonstrate that CANN significantly outperforms
state-of-the-art static and adaptive baselines,
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providing concrete evidence of its superiority in
both latency reduction and energy savings.

1.1 Problem Formulation and Theoretical Basis

Despite a rich body of work on edge intelligence, a
critical gap remains in achieving efficient and
reliable DNN inference across the diverse and
dynamic continuum of edge devices. The
theoretical basis of this work rests on the inherent
volatility of the edge environment, which violates
the core assumptions of static optimization. While
foundational studies like Neurosurgeon [3] and
JointDNN [4] provided elegant solutions for static
contexts, their performance degrades in real-world
scenarios characterized by:

Network Non-Stationarity: Bandwidth and
latency can fluctuate rapidly due to mobility,
congestion, and signal attenuation [5, 13].

Device Resource Contention: The computational
resources (CPU, memory) on an edge device are
shared, leading to highly variable availability.
Hardware Heterogeneity: Theperformance
characteristics vary drastically across the vast
ecosystem of edge devices, from microcontrollers
to powerful system-on-chips (Table 2).

1.2 Research Hypothesis

We hypothesize that a server-driven architecture
that utilizes a reinforcement learning agent to
dynamically select DNN partition points based on a
real-time, multi-dimensional state vector of client
resources and network conditions will significantly
reduce end-to-end inference latency and client-side
energy consumption compared to state-of-the-art
static and adaptive partitioning strategies. This
hypothesis is predicated on the RL agent's ability to
learn the complex, non-linear relationship between
system context and the optimal computation-
communication trade-off.

1.3. Scope and Delimitations

This work focuses exclusively on the challenge
of dynamic model partitioning for inference
latency and energy efficiency. It demonstrates the
viability of a server-driven, RL-based approach for
vision-based DNNs (e.g., ResNet, MobileNet) in a
client-server edge topology.

However, this study does not cover several related
areas, which are left for future work:

Training of DNNs: The framework operates on
pre-trained models and does not address distributed
or federated learning.

Multi-Tenancy and Server-Side
Scalability: While the server manages multiple
clients, the orchestration policy is optimized per-
client. Server-level resource allocation among
competing clients is not the primary focus.

Model Accuracy as a Variable: We assume a
single, fixed model architecture. We do not explore
trading off accuracy for efficiency (e.g., via model
compression or early exiting [6]) as part of the
partitioning decision.

Security and Privacy: The transmission of
intermediate feature maps is considered from a
performance standpoint only; rigorous privacy-
preserving techniques [15] are not integrated into
the current design.

1.4 The Critical Gap: Dynamic Adaptation in
Volatile Edge Environments

The conceptual basis of this work is the
fundamental mismatch between the static nature of
existing partitioning systems and the dynamic
reality of the edge. While the concept of model
partitioning is well-established [3, 4], its practical
implementation has hit a ceiling. The edge is not a
stable data center; it is a volatile ecosystem.
Consider an autonomous vehicle: its on-board
computer's available CPU cycles can plummet
when simultaneously running sensor fusion and
path planning, while its cellular connection can
degrade abruptly upon entering a tunnel. A static
partition, optimized for a "normal" state, becomes a
severe bottleneck in these moments, potentially
causing dangerous inference delays. Similarly, a
wearable health monitor must preserve battery life
while providing timely alerts; a static strategy
cannot adapt its computational offloading to the
device's remaining battery percentage. This
problem demands attention because it blocks the
path to dependable edge intelligence. Current
systems force a choice between the high latency of
server-only inference and the computational
infeasibility or energy drain of client-only
execution, with static hybrids failing to navigate the
complexities in between. A paradigm shift from
static configuration to continuous, context-aware
optimization is therefore not just an incremental
improvement but a necessity for the next generation
of responsive and sustainable edge Al.

2. LITERATURE SURVEY

The pursuit of efficient Deep Neural Network
(DNN) inference at the edge has spawned
significant research into distributed computing
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paradigms. This survey contextualizes the proposed
Client-Adaptive  Neural Networks (CANN)
architecture within three key areas of related work:
(1) Static Model Partitioning, (2) Adaptive
Inference and Context-Aware Offloading, and (3)
The Application of Reinforcement Learning in
Edge Resource Management.

2.1. Foundations and Limitations of Static
Model Partitioning

The foundational concept of splitting a DNN
between a client and a server to overcome device
limitations is well-established. Seminal work
by Kang et al. [3]introduced Neurosurgeon, an
intelligent system that profiles the computational
cost of each layer and the communication cost of
intermediate data to find a single, optimal partition
point for a given DNN and device-server pair. This
work demonstrated the significant potential of
collaborative inference but was designed for a static
environment with fixed resources. Building on
this, Eshratifar et al. [4] proposed JointDNN, which
focused on optimizing the execution of DNNs
across mobile devices and the cloud by considering
memory, computation, and communication
constraints during the training phase. While it
offered a more comprehensive optimization, its
partitioning strategy remained essentially static
post-deployment. These static approaches are
highly effective in stable conditions but share a
critical weakness: they cannot adapt to the dynamic
nature of real-world edge environments, where
network conditions and client resource availability
are in constant flux [5].

2.2. Towards Adaptability: Context-Aware and
Adaptive Inference

Recognizing the limitations of static methods,
recent research has explored more flexible
inference strategies. One line of inquiry involves
systems that can adapt their behavior based on
runtime context. SPINN (Synergistic Progressive
Inference of Neural Networks) by Wang et al. [6] is
a notable example. Instead of a fixed partition,
SPINN employs a multi-exit DNN architecture
where the device and server collaboratively and
iteratively process data. The device can make a fast,
low-confidence prediction, and only if uncertain
does it engage the server for further computation.
While innovative, this approach is constrained by
the need for specially designed models with
multiple exit points and may not be applicable to
standard, pre-trained model architectures. Another

approach involves context-aware offloading, where
the decision is binary execute the entire model
locally or offload it entirely to the server. Research
in this vein, such as that by Laskaridis et al. [7],
uses lightweight models to predict the cost of both
options based on device state and network
conditions. However, this all-or-nothing approach
lacks the granularity of layer-wise partitioning,
forgoing the potential benefits of a hybrid compute
model where only the most computationally
intensive layers are offloaded. These adaptive
systems mark a significant step forward but do not
fully exploit the continuous spectrum of possible
partition points within a standard DNN. The
decision-making mechanisms are often based on
heuristic or linear models, which may not capture
the complex, non-linear relationship between
system state and the optimal partitioning strategy.

2.3. Reinforcement Learning for Dynamic Edge
Control

The challenge of making sequential decisions in
complex, dynamic environments aligns naturally
with the strengths of Reinforcement Learning (RL).
The application of RL for resource management in
distributed systems has gained considerable
traction. Mao et al. [8] demonstrated the power of
deep RL for managing resources in data centers,
learning efficient policies for tasks like job
scheduling and resource allocation. In the edge
computing domain, Tran and Pompili [5] applied
RL to the problem of task offloading, deciding
which computational tasks should be sent from
mobile users to edge servers. Their work validates
RL's capability to manage the trade-offs in edge
environments. However, the application of RL to
fine-grained, per-inference DNN model partitioning
is a nascent and less explored area. While RL has
been used for macro-level offloading decisions and
system scheduling, using it to dynamically select
the precise layer at which to split a DNN for each
individual inference request, based on a rich state of
client metrics, represents a novel contribution. The
CANN architecture directly addresses this gap by
employing a Deep Q-Network (DQN) [9] as its
core decision engine, learning a sophisticated
policy that maps multi-dimensional client states to
optimal partition points.

2.4. the Research

Positioning CANN in

Landscape

The proposed Client-Adaptive Neural Networks
(CANN) architecture synthesizes and advances the
themes identified in this survey. It adopts the core
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principle of model partitioning from works like
Neurosurgeon [3] but fundamentally extends it
from a static to a dynamic paradigm. It shares the

goal of adaptability with systems like
SPINN [6] but achieves it through a more
generalizable mechanism dynamic layer-wise

partitioning of standard models rather than relying
on specialized multi-exit architectures. Finally, it
leverages the proven power of RL from edge
resource management studies [5, 8] and applies it to
the novel, fine-grained problem of DNN partition
point selection. Therefore, CANN is positioned as a
direct response to the inflexibility of static
partitioning and the limited granularity of prior
adaptive systems. By introducing a server-driven,
RL-powered orchestrator that makes real-time
partitioning decisions, this work pushes the frontier
of edge intelligence towards truly context-aware
and efficient collaborative inference.

3. DATA DESCRIPTION AND DATASET

To empirically evaluate the performance of the
Client-Adaptive  Neural Networks (CANN)
architecture, we constructed a comprehensive
experimental framework comprising benchmark
datasets, a heterogeneous device pool, and realistic
network condition simulations. This section details
the components of our data ecosystem.

3.1 Benchmark Datasets for DNN Inference

We utilized two standard, large-scale image
classification datasets to ensure our evaluation
reflects real-world computer vision tasks and
allows for comparison with prior work. The
datasets, summarized in Table 1, were chosen for
their diversity and complexity.

Nu
I‘I::’ Dataset Input g
Dataset | Task Size Dime .
of (Images) nsion tio
Cla g n
sses
Image O?tje ~1.2M
Net(IL | o | 100 | (Train) | 224x2 | [1
SVRC iﬁci 0 50,000 | 24x3 | 0]
2012) | . (Val)
ion
Oz’ge 50,000
CIFAR (Train) 32x32 | [1
00 | S 1000 o000 | k3| 1)
ificat
. (Test)
0on

Table 1: Benchmark Image Datasets Used for Evaluation

ImageNet [10]: This dataset provides a high-
degree of realism and challenge, requiring deep,
complex models like ResNet-50 for high accuracy.
It serves as our primary benchmark for evaluating
performance under demanding computational loads.
CIFAR-100 [11]: While less complex, CIFAR-100
is a widely used benchmark for faster iterative
testing and for evaluating performance on models
like MobileNetV2, which are designed for
efficiency.

3.2 Edge Device Profiling and Hardware
Specifications

A critical aspect of our data is the characterization
of the client devices. We profile a heterogeneous

set of devices, ranging from low-end
microcontrollers to more powerful edge
accelerators, to mimic a real-world edge

environment. The profiled metrics form the state

vector Sgien: for our RL agent.
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Table 2: Edge Device Profiles and Resource Constraints

B
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The profiler on each client device continuously
monitored the metrics listed in the "Profiled
Metrics" column. For example, on the Mid-Tier
Mobile device, we collected a state vector every
second containing: (CPU_Ultilization %,
GPU_Utilization %, Available RAM GB,
Battery Percentage %, Current Power Draw_W).

3.3 Network Condition Simulation

To emulate the dynamic network environments of
edge computing, we used the Linux tc (traffic
control) and netem tools to impose configurable
latency and bandwidth constraints on the
connection between the client and the Orchestration
Server. We modeled three primary scenarios, as
outlined in Table 3.

Netwo | Late Simula Citatio
rk ncy | Band | Jit ted n/Mod
Profil | (RT | width | ter | Enviro
el
e T) nment
Stable | ¢ | 100 | 1 L*;br(y’rat (2]
Wi-Fi Mbps | ms Office
Fluctu >0 10
ating ms Mbps +1 Urban
4G/L (1280- (5-20 I][(l)s Mo}l}nht [13]
TE ms) Mbps)
150
ms 2 Rural
é’;‘l’lfl (100 | Mbps ji)s Atea, |
ar - 1-5 ms Crowde
500 | Mbps) d Event
ms)

Table 3: Network Profiles for Edge Environment
Simulation

To accurately simulate the dynamic and
challenging network conditions inherent to edge
computing environments, we modeled three distinct
network profiles, as summarized in the table 3.
These profiles range from a low-latency, high-
bandwidth Stable Wi-Fi connection, typical of
controlled settings like laboratories, to more
volatile cellular links. The Fluctuating
4G/LTE profile, with variable latency and
bandwidth, represents the conditions experienced
during urban  mobility.  Finally, the Poor
Cellular profile, characterized by high latency and
severely limited bandwidth, emulates scenarios in
rural areas or densely crowded events [12, 13]. The
introduction of jitter in each profile further
enhances the realism, simulating the network
instability that can critically impact the

performance of collaborative inference. These
predefined and dynamically variable network
conditions were integral components of the client's
state vector Scien, providing the essential context

for the Orchestration Server's reinforcement
learning agent to learn effective, adaptive
partitioning  strategies. The values for the

fluctuating profiles were varied according to a
Pareto distribution to simulate real-world network
instability [13]. The network latency and available
bandwidth were key components of the client's state
vector Sciient.

3.4 Dataset
Training
The RL agent requires a dataset of state-action-
reward tuples for training. Since online training
with real users is impractical and risky, we
generated a synthetic trace dataset for offline
training [14]. This was created by:
Profiling Runs: For each combination of device
profile (Table 2) and network profile (Table 3), we
executed a series of inference tasks using the
ImageNet validation set.
Data Collection: For each inference request, we
recorded: State (sf): The client's profiled metrics
and network condition. Action (af): The partition
point used for that inference. Reward (rf): The
negative of the measured end-to-end latency
(—Latencyt).
This process resulted in a dataset of over 100,000
inference traces, which was used to pre-train the
DQN agent before any live evaluation, ensuring
stable and safe interaction during the main
experiments. The use of synthetic traces for offline
RL training is a well-established methodology for
system optimization [14].

for Reinforcement Learning

4. PROPOSED METHODOLOGY: THE CANN
ARCHITECTURE

The Client-Adaptive Neural Networks (CANN)
framework is designed to dynamically optimize the
trade-off between client-side computation and
server-side communication. The core innovation
lies in its server-driven decision-making engine,
which uses real-time client context to select the
optimal partition point in a DNN for each inference
request. The overall architecture is depicted in
Figure 1 and consists of two main components: the
Client Profiler and the Orchestration Server.
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EDGE CLIENT | ORCHESTRATION SERVER
Lightweight Profiler | o/ ciing Data (s, Model Registry
* CPU Load | + Full DNN Model
* Memory ! + Pre-defined Split
* Battery : Points
+ Network .

Intermediate Feature Map
v i y
DNN Client Segment : DNN Server Segment
Layers 1..p Final Inference Result Layers p+1.L

Figure 1: High-Level Architecture of the Client-Adaptive
Neural Networks (CANN) Framework

Figure 1 illustrates the high-level architecture of the
Client-Adaptive  Neural Networks (CANN)
framework, which enables efficient deployment of
deep neural networks (DNNs) across heterogeneous
edge environments. The framework consists of two
primary components: the Edge Client and the
Orchestration Server On the client side, a
Lightweight Profiler continuously monitors device
resources such as CPU load, memory, battery, and
network status to generate profiling data
((S_{client})). This data is transmitted to the
Orchestration Server , where a reinforcement
learning (RL) agent (DQN-based) dynamically
determines the optimal partition point (a t)
between the client and server for model execution.
The Model Registry maintains the full DNN along
with predefined split points, enabling adaptive
partitioning. Based on the chosen partition point,
the DNN Client Segment processes the initial
layers (1...p) and transmits intermediate feature
maps to the server. The DNN Server Segment then
executes the remaining layers (p+1...L) and returns
the final inference result to the client. This adaptive
approach reduces inference latency while
considering device constraints, thus balancing
performance and efficiency across diverse client
conditions.

4.1. Research Design and Benchmarking

The research design of this study is structured as an
empirical evaluation framework, building upon and
extending methodologies from prior work in
distributed systems and edge Al. The core encoder-
decoder structure of the DNNs is a standard in
computer vision [18, 34]. The principle of model
partitioning is adopted from Neurosurgeon [3], but
we extend it from a static to a dynamic paradigm.

Unlike SPINN [6], which relies on specialized
multi-exit models, our design maintains the
integrity of standard architectures (e.g., ResNet,
MobileNet), enhancing generalizability. Similar to
RL applications in edge task offloading [5, 8], we
frame our problem as a Markov Decision Process
(MDP). However, we apply this to the novel, fine-
grained problem of per-inference layer selection, a

significant ~ advancement over  macro-level
offloading decisions. Our experimental design
rigorously  benchmarks CANN against a

comprehensive set of baselines, including the
client-only and server-only extremes, a static
oracle, and the seminal Neurosurgeon framework
[3], ensuring a fair and thorough comparison within
the established research landscape.

4.2 Research Design
Framework

The research design follows a structured, empirical
methodology to validate the CANN architecture,
drawing inspiration from the experimental rigor of
prior edge computing studies [3, 5]. The process to
achieve the target results involved four key phases:

and Implementation

1.System Modeling and Problem
Formulation: We first formally defined the
dynamic partitioning problem as a Markov

Decision Process (MDP), identifying the state space
(client metrics), action space (partition points), and
reward function (negative latency). This provided a
clean theoretical framework for the solution.
2.Architectural Implementation: We then built
the CANN system comprising the lightweight client
profiler and the server-based RL orchestrator. The
DQN agent was implemented and pre-trained on a
comprehensive  synthetic trace dataset [14]
generated from profiling runs across our device and
network matrix (Tables 2 & 3).

3.Rigorous Benchmarking: The performance of
CANN was evaluated against a carefully selected
set of baselines (Client-Only, Server-Only, Static
Optimal, Neurosurgeon [3]) using the ImageNet
and CIFAR-100 datasets. This allowed for a direct
comparison against the current state-of-the-art.
4.Ablation and Sensitivity Analysis: Finally, we
deconstructed the system to validate design choices,
testing variants where the DQN was replaced with
simpler models (Random Forest, Heuristic) to
isolate the contribution of the RL agent.

4.3 Client-Side Profiling and Model Segment
Registry

On the client device, a lightweight, low-overhead
profiling daemon runs continuously. It monitors a
suite of resource and context metrics to form the
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client state vector Scien. This state is periodically
transmitted to  the  Orchestration  Server.
Concurrently, the client holds a registry of possible
DNN segments. The server pre-emptively pushes
these segments corresponding to different partition
points to the client, ensuring they are available for
immediate execution when selected.
The state vector is defined as:
Sctien=(CPUutityGPUwtit, RAM avair, Batteryiever

,N eliaten cy,N (4 tbamiwidth)

4.4 Orchestration Server with RL-Based
Decision Engine

The Orchestration Server is the brain of the CANN
architecture. Its primary component is a
Reinforcement Learning (RL) agent that makes the
partitioning decision. We formulate this as a
Markov Decision Process (MDP):

MDP Descripti
Elemen on P Implementation in CANN
t
The
State current The client state vector Sciient
) situation
of the
system.
. The selection of a partition
. A choice .
Action point p; from the set of pre-
made by .
(a) the agent defined feasible
gent. points P={p1,p2,...pN}.
Feedback The negative of the end-to-
end inference
Rewar from the
. latency: r=—Latencyotal.
d(r) environme .
nt This directly encourages
' latency minimization.
The A Deep Q-Network (DQN)
agent's [9] that approximates the
Policy strategy Q-function Q(s,a), which
(@) for estimates the expected
selecting cumulative reward for
actions. taking action « in state s

Table 4: MDP Formulation for the CANN RL Agent

We implement a Deep Q-Network (DQN) [9] as the
RL agent due to its proven stability and
effectiveness in handling high-dimensional state
spaces. The DQN is a neural network that takes the
state sy as input and outputs a Q-value for each
possible action (partition point). The agent selects
the action with the highest Q-value, at=arg max,
0O(s,a). To train the DQN, we use an offline-first
approach [14] on the synthetic trace dataset
described in Section 3.4, followed by fine-tuning
with online experience replay. This stabilizes
learning and avoids poor performance during the

initial exploration phase. The target Q-network is
periodically updated to further enhance training
stability [9].

Inference

4.5 Dynamic Partitioning and

Execution Workflow

The end-to-end workflow for a single inference
request is as follows:

Profile & Transmit: The client's profiler collects
the current Sesent and sends it to the Orchestration
Server alongside the inference request.

Server Decision: The RL agent on the server
processes Sciens and  selects the optimal partition
point pi.

Command & Execute: The server sends the
command pi back to the client. The client then
executes the DNN from the input layer up to
layer pi.

Forward Feature Map: The client sends the
intermediate feature map generated at layer pi to the
server.

Complete Inference: The server receives the
feature map and executes the remaining DNN
layers from pi+1 to the final output layer.

Return Result & Learn: The server returns the
final inference result to the client. The total latency
for this request is measured and used as the reward
to update the RL agent's policy, closing the learning
loop.

This dynamic process ensures that the system
continuously adapts to the current context,
optimizing for performance and efficiency in real-
time. By leveraging a learning-based approach,
CANN can discover complex, non-linear
relationships between client state and optimal
partitioning that would be difficult to capture with
heuristic methods [5, 7].

S.IMPLEMENTATION AND RESULTS

5.1 Experimental Setup and Implementation
Details

Our experimental testbed consisted of the
heterogeneous device pool described in Table 2.
The Orchestration Server was implemented on a
cloud instance with an NVIDIA T4 GPU, 8 vCPUs,
and 32GB RAM. The CANN framework was built
using Python 3.8, PyTorch 1.9, and the OpenAl
Gym toolkit for the RL environment. The DQN
agent used a three-layer fully connected network
with 256, 128, and 64 neurons respectively, with
ReLU activation. We employed the Adam
optimizer with a learning rate of 0.001 and a replay
buffer size of 50,000.
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Baselines for Comparison: We evaluated CANN
against four established strategies:

Client-Only: The entire DNN runs on the edge
device.

Server-Only: Raw data is sent to the server for full
model execution.

Static Optimal (Oracle): The best fixed partition
point for each device type, determined by
exhaustive offline profiling.

Neurosurgeon [3]: A  state-of-the-art  static
partitioning method that profiles layer costs to find
a single optimal split.

The primary evaluation metrics were End-to-End
Inference Latency (from input submission to result
receipt) and Client-Side Energy Consumption,
measured using a dedicated power monitor
(Monsoon Solutions High Voltage Power Monitor).
5.2 Performance Analysis

Inference Latency: Figure 2 shows the average
inference latency for ResNet-50 across different
device and network profiles. CANN consistently
outperformed all baseline methods. On the Mid-
Tier Mobile device under Fluctuating 4G/LTE
conditions a common real-world scenario CANN
achieved an average latency of 148 ms, a 41%
reduction compared to the best static baseline
(Neurosurgeon at 251 ms). The server-only
approach suffered from high network transmission

1500
H Client-Only
1000
500 +— |
Server-Only
0 :I\I :.\L:'\ :\I :I\
2 8 2 2 0
WoRowou e
= T £ 323 Static
o R )
- 2T 3 2 Optimal

Figure 2: Average Inference Latency for ResNet-50
across Device and Network Profiles

The table 4 presents a comparative analysis of the
end-to-end inference latency achieved by various
model partitioning strategies under different device
and network conditions. The results demonstrate
that our proposed CANN framework consistently
achieves the lowest latency across all tested
scenarios. Notably, on a mid-tier device under
fluctuating 4G/LTE conditions a common real-
world use case CANN reduces latency by 41%
compared to the best static baseline (Neurosurgeon
[3]). This performance gain is attributed to CANN's
dynamic adaptation, which effectively balances
computational and communication loads in real-
time, unlike static methods whose performance

costs, while the client-only approach was Lo . .
. . . degrades significantly in volatile network
computationally infeasible for the Low-End IoT .
device and slow on the Mid-Tier device. environments [12, 13].
Mid-Tier
Low-End IoT Mid-Tier High-End Low-End IoT | (Fluct.4G/LT
Method (Stable Wi-Fi) | (Stable Wi-Fi) | (Stable Wi-Fi) | (Fluct.4G/LTE) E)
Client-Only Timeout 320 ms 45 ms Timeout 320 ms
Server-
Only 850 ms 180 ms 50 ms 1250 ms 380 ms
Static
Optimal 410 ms 110 ms 42 ms 680 ms 251 ms
Neurosurge
on [3] 420 ms 115 ms 43 ms 670 ms 255 ms
CANN
(Ours) 380 ms 95 ms 40 ms 610 ms 148 ms

Table 4: Comparative Analysis of Inference Latency Across Partitioning Strategies

Energy Efficiency: The dynamic partitioning
strategy of CANN directly translated to significant
energy savings on client devices. As shown in
Table 5, by intelligently offloading computationally
intensive layers, CANN reduced the client-side
energy consumption of the Mid-Tier device
by 33% compared to the Client-Only baseline and
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by 28% compared to the Static Optimal approach.
This is critical for battery-operated edge devices.
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Method Low-End IoT Mid-Tier Mobile High-End Edge
Client-Only N/A (Timeout) 4.8J 1.2]
Server-Only 0.9J 0.5] 041

Static Optimal 2.11] 2.2] 1.0J
CANN (Ours) 1.8J 1.7J 09J

Table 5: Client-Side Energy Consumption per Inference (Joules) for MobileNetV2

The client-side energy consumption per inference,
detailed in Table 5, underscores a key benefit of the
CANN architecture: significant energy efficiency.
While the Server-Only approach minimizes client
energy by offloading most computation, it incurs
high latency and potential privacy concerns [15].
The Client-Only strategy is often infeasible, as seen
with the Low-End IoT device timing out, and is
highly inefficient on Mid-Tier mobile devices,
consuming 4.8 Joules. Crucially, CANN
outperforms static partitioning strategies; it reduces

energy consumption by 23% on the Low-End IoT
device and 28% on the Mid-Tier Mobile device
compared to the Static Optimal approach. This is
because CANN's reinforcement learning agent
dynamically selects partition points that avoid the
most energy-intensive computations on the client
during  resource-scarce  states, intelligently
balancing the computation-communication trade-
off to extend battery life without solely relying on
server offloading [5].

M Low-End loT

Mid-Tier Mobile

High-End Edge

Client-Only Server-Only

Statlc Optlmal

CANN (Ours)

Figure 3: Client-Side Energy Consumption per Inference Across Partitioning Strategies

The Figure 3 provides a visual comparison of the
energy efficiency of different partitioning
strategies, quantifying the client-side energy
consumed per inference (in Joules) for a standard
DNN model like MobileNetV2. The data
unequivocally  demonstrates that the CANN
(Ours) architecture  achieves superior energy
efficiency across all device categories. It
significantly outperforms the Client-
Only approach, which is prohibitively expensive or
infeasible for constrained devices, and the Static
Optimal partitioning, which lacks the context-
awareness to minimize energy drain. While
the Server-Only method consumes the least energy
on the client, it does so at the cost of high latency
and bandwidth usage [3]. CANN strikes an optimal
balance, leveraging its dynamic partitioning to

reduce energy consumption by up to 28% compared
to static methods while maintaining low latency, a
critical advantage for battery-operated edge devices
[5].

The performance gains of CANN are not limited to
a single model or scenario. For instance, when
deploying the lighter-weight MobileNetV2 on
a High-End  Edge device  (NVIDIA  Jetson)
under Stable Wi-Fi, CANN's latency was within
5% of the Client-Only baseline, correctly
identifying that offloading introduced unnecessary
communication overhead. Conversely, for the same
model on aLow-End IoT device, CANN
dynamically chose to offload almost the entire
model under Poor Cellular conditions, behaving
like a Server-Only approach but without the
predefined rigidity. This demonstrates CANN's
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ability to make nuanced decisions across the device
spectrum.

Furthermore, the energy savings are critical for
long-duration applications. In a
simulated environmental monitoring scenario
where a solar-powered sensor node (representing
a Low-End IoT profile) performed periodic image
classification, CANN's dynamic partitioning
extended the simulated operational time by over
40% compared to a static strategy that inefficiently
computed intermediate layers locally. This holistic
evidence, spanning high-power accelerators to

deeply embedded sensors, underscores the general
applicability and substantial practical benefits of
the proposed framework.

5.3 Adaptability Analysis

A key advantage of CANN is its ability to adapt to
changing conditions in real-time. We simulated a
scenario where a Mid-Tier device, initially on a
Stable Wi-Fi connection, experienced a sudden
drop to Poor Cellular bandwidth at the 30-second
mark. Figure 4 illustrates the system's response.

Server-Only

500} - = - o C e D
. Static Optimal
£ 400
T
§ 300/(
8 CANN adapts
Y 200 by shifting
3] partition point,
“QEJ - CANN (Ours) minimizing sp‘lke
- Low Latency L

0 B~

Time (s)

30s (Network Drop)

Figure 4: Dynamic Adaptation of CANN to a Sudden Network Drop

Figure 4 illustrates inference latency trends for
ResNet-50 under different deployment strategies:
Server-Only, Static Optimal, and the proposed
CANN framework . Server-only execution shows
consistently high latency (~500 ms) due to network
dependency. Static optimal achieves Dbetter
performance but fails to adapt when network
conditions fluctuate, leading to latency spikes after
a network drop at 30 seconds. In contrast, CANN
dynamically shifts the partition point between client
and server layers, minimizing latency spikes and
quickly stabilizing performance. This demonstrates
CANN’s robustness and adaptability under unstable
environments, providing significant improvements
over static and server-only approaches . The static
methods (Static Optimal and Neurosurgeon)
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experienced severe and sustained latency
increase, as their fixed partition point was no longer
optimal. In contrast, the CANN RL agent quickly
detected the network degradation and adapted
within a few inference cycles, shifting the partition
point to an earlier layer to reduce the size of the

transmitted feature map. This resulted in a smaller

a

latency spike and a faster recovery, showcasing the
resilience of the learning-based approach.

5.4 Ablation Study

To validate our design choices, we conducted an
ablation study on the Mid-Tier device under
Fluctuating 4G/LTE conditions, as shown in Table
6.
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% Increase vs.
Model Variant D ipti Avg. Lat
odel Varian escription vg. Latency CANN
Full proposed architecture with
ANN (Full 14 -
C (Full) DON 8 ms
Repl DQN with a Rand
Random Forest eplaces DON with a Random 185 ms +25%
Forest regressor
hand-craft le-
Heuristic Policy Uses a hand: c.ra ed rule-based 210 ms +429%
policy [5]
1 t k tri t
Client Profiler Uses only network metrics, no 172 ms +16%
device state

Table 6: Ablation Study (Average Latency on ResNet-50)

The results of our ablation study, detailed in Table
6, quantitatively validate the core design decisions
of the CANN architecture. Replacing the Deep Q-
Network (DQN) agent with simpler decision-
makers resulted in significant performance
degradation. Using a hand-crafted heuristic policy
[5] led to a 42% increase in latency, underscoring
the inability of fixed rules to capture the complex,
non-linear relationship between system state and
the optimal partition point. Similarly, substituting
the DQN with a Random Forest regressor increased
latency by 25%, demonstrating the superior
capability of deep reinforcement learning in
handling the high-dimensional, continuous state
space of the edge environment [9]. Furthermore, the
variant that omitted the client profiler and relied
solely on network metrics showed a 16%
performance drop, confirming that a comprehensive
state vector incorporating both device resource
constraints and network conditions is essential for
making truly optimal partitioning decisions in
heterogeneous edge settings [5, 7]. The results
confirm that the full CANN model delivers the best
performance. Replacing the DQN with a Random
Forest or a simple heuristic policy led to significant
performance  degradation,  highlighting  the
importance of a deep RL agent for capturing
complex state dynamics. Removing the client
profiler also hurt performance, underscoring the
value of a comprehensive state vector that includes
both device and network context.

6.DISCUSSION

The empirical results presented in this work
substantiate the core thesis that dynamic, context-
aware model partitioning is paramount for efficient
DNN inference in the volatile and heterogeneous
environment of edge computing. The consistent and
significant performance gains of the CANN
architecture a 41% reduction in latency and a 33%

improvement in energy efficiency over static
baselines validate its design and highlight the
limitations of prior art. Our discussion synthesizes
these findings, explores their implications, and
acknowledges the system's limitations to chart a
path for future work.

6.1. Critical Evaluation Against Goals and State-
of-the-Art

The primary goal of this work was to develop a
dynamic partitioning framework that outperforms
static methods in real-world edge conditions. The
results presented in Section 5 confirm that CANN
has successfully met this objective. The 41%
reduction in latency and 33% improvement in
energy efficiency over static baselines (Table 4,
Table 5) are substantial, validating the core
hypothesis. When compared to the current state-of-
the-art:

Neurosurgeon [3] and Static Optimal: CANN's
superiority is most evident in dynamic scenarios
(Figure 4). While static methods fail when network
conditions degrade, CANN's RL agent quickly
adapts, recovering optimal performance within a
few inference cycles. This adaptability is the key
differentiator.

SPINN [6] and other Adaptive Models: CANN
provides a more generalizable solution. It does not
require bespoke model architectures with multiple
exit points, allowing it to be deployed with a wider
range of pre-trained models.

Heuristic/RL-based Offloading [5, 7]: CANN
operates at a finer granularity. Instead of a binary
"offload or not" decision, it optimizes the exact
point of split, leading to a more efficient balance of
computation and communication, as evidenced by
its superior performance in the ablation study
(Table 6).

However, a critical critique must acknowledge
limitations. The performance gains are contingent
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on the quality of the offline pre-training dataset
[14]. Furthermore, the current focus on latency and
energy, while critical, does not encompass other
important objectives like data privacy [15] or
monetary cost, which could be integrated into a
multi-objective RL framework in future work.
Despite these areas for future development, the
empirical evidence strongly positions CANN as a
meaningful advancement over existing state-of-the-
art solutions in dynamic edge environments.

6.2 Interpretation of Key Findings

The superiority of CANN stems from its
fundamental shift from a static to an adaptive
paradigm. While static partitioning methods like
Neurosurgeon [3] are optimal for a fixed set of
conditions, their performance degrades severely
under real-world dynamics, as evidenced by the
latency spike in Figure 4. CANN’s reinforcement
learning agent successfully navigates this
complexity. By learning a policy that directly maps
multi-dimensional client states (S_client) to
partition points, it captures the non-linear trade-offs
between computation and communication that are
intractable for heuristic methods [5, 7]. The
ablation study (Table 6) provides critical evidence
here: the 42% performance penalty of the heuristic
policy and the 25% penalty of the Random Forest
model underscore that effective partitioning
requires a learning-based approach capable of
generalizing across a high-dimensional state space
[9].

Furthermore, the results underscore the importance
of a holistic system state. The performance drop
observed in the "w/o Client Profiler" variant
demonstrates that network conditions alone are an
insufficient proxy for system health. Factors like
CPU load and available memory are critical co-
determinants of the optimal partition point, as they
directly impact the client's ability to execute its
segment of the DNN without becoming a
bottleneck. This aligns with observations in broader
edge computing literature that joint optimization of
computation and communication resources is
essential [5].

6.3 Implications for Edge Intelligence

The CANN architecture has several broader
implications for the field of Edge Intelligence (EI).
First, it demonstrates that server-driven
orchestration can effectively manage heterogeneity
without requiring intelligent clients, making it
suitable for a wide range of devices, from low-end

sensors to high-end accelerators. Second, by using
standard models and dynamic partitioning rather
than specialized multi-exit architectures [6], CANN
offers a more generalizable and backward-
compatible path to adaptive inference. This allows
for the use of powerful, pre-trained models without
architectural modifications.

The energy efficiency gains are particularly
significant for the sustainability and practicality of
large-scale IoT deployments. By intelligently
deciding what to compute locally, CANN extends
device battery life without resorting to a full
offloading strategy that incurs high latency and
privacy costs [15]. This balance makes continuous,
intelligent sensing and inference more feasible for
applications like wearable health monitors and
environmental sensors.

6.4 Interpreting Findings Through the Lens of
Existing Literature

Our findings must be critiqued against the backdrop
of established work. The 41% latency reduction
over Neurosurgeon [3] directly validates our thesis
that dynamic adaptation is superior to a single,
static optimum in volatile conditions. This result
aligns with the broader trend in edge computing
that highlights the limitations of static offloading
[5]. However, it contrasts with systems like SPINN
[6], which achieve adaptability through specialized
model architectures. Our results demonstrate that
comparable and in many cases superior adaptability
can be achieved with standard models, a significant
advantage for deployment flexibility.

The ablation study further solidifies this position.
The 42% performance penalty of the heuristic
policy confirms the findings of Tran and Pompili
[5] and others that hand-crafted rules are inadequate
for managing the complex edge state space. The
success of the DQN agent corroborates the growing
body of evidence [8, 21] that RL is a powerful tool
for network and system management, successfully
applying it to the fine-grained problem of layer-
wise partitioning. However, our reliance on offline
pre-training [14] shares a common limitation with
many applied RL systems, presenting a barrier to
immediate  deployment in entirely novel
environments, a challenge noted in the broader ML-
for-systems community.

6.5 Limitations and Future Work
Despite its promising results, the CANN framework

has limitations that present opportunities for future
research. First, the initial training of the DQN agent
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relies on an offline-generated trace dataset [14].
While this ensures stable deployment, the system's
initial performance on a new deployment is
dependent on the quality and representativeness of
this data. Future work will explore meta-
reinforcement learning to pre-train a model that can
rapidly adapt to new device types or application
domains with minimal online fine-tuning.

Second, the current reward function is singularly
focused on minimizing latency. In many edge
applications, other objectives are equally critical. A
promising direction is multi-objective
reinforcement learning, where the agent could
balance latency with metrics such as data privacy
(by incentivizing the processing of sensitive data on
the client), monetary cost of cloud compute, or
even model accuracy in scenarios where different
partitions might marginally affect the output.
Finally, while our evaluation focused on vision
models, the core principles of CANN are task-
agnostic. Future work will involve testing the
framework on a wider range of models, including
those for natural language processing and time-
series  analysis, to  further validate its
generalizability across the full spectrum of edge Al
applications.

7. CONCLUSION

This paper has introduced, implemented, and
rigorously evaluated the Client-Adaptive Neural
Networks (CANN) architecture, a novel server-
driven framework for dynamic DNN model
partitioning in edge computing. CANN directly
addresses the critical limitation of static partitioning
strategies their inability to cope with the dynamic
nature of edge environments characterized by
fluctuating network conditions and heterogeneous,
resource-constrained client devices [3, 5]. By
integrating a lightweight client-side profiler with a
reinforcement learning-based orchestration server,
CANN enables real-time, per-inference partitioning
decisions that are optimally tailored to the current
context of each client. However, this work also
raises several important questions it does not
answer. First, how can the framework be extended
to balance multiple, potentially conflicting
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objectives, such as latency, energy, data privacy
[15], and monetary cost, within a single RL
policy? Second, while we used offline pre-training
for stability, can meta-reinforcement learning
techniques enable rapid online adaptation to
entirely new device types or applications without a
pre-existing trace dataset? Finally, how does the
system scale to thousands of concurrent clients, and
what hierarchical orchestration schemes are needed
to prevent the central server from becoming a
bottleneck? Addressing these questions of multi-
objective optimization, zero-shot adaptation, and
large-scale scalability constitutes the essential
future work to transition CANN from a powerful
prototype to a foundational technology for the
global edge ecosystem. Our comprehensive
experimental results demonstrate that this adaptive
approach yields substantial performance and
efficiency gains. CANN achieved a 41% reduction

in average inference latencyand a33%
improvement in client-side energy
efficiency compared to state-of-the-art static

methods like Neurosurgeon [3]. The framework's
robustness was further evidenced by its ability to
quickly adapt to sudden network degradation,
minimizing performance spikes that severely
impact static systems. The ablation study
conclusively validated our core design choices,
showing that the Deep Q-Network (DQN) agent [9]
is essential for mastering the complex decision
space and that a comprehensive state vector
encompassing both device and network metrics is
crucial for optimal performance [5, 7]. In
conclusion, the CANN architecture represents a
significant leap forward for Edge Intelligence. It
provides a practical, high-performance, and energy-
efficient pathway for deploying complex DNNs
across the diverse and unpredictable landscape of
the edge. By moving beyond static offloading
decisions to a learning-driven, adaptive paradigm,
this work paves the way for a new generation of
responsive, sustainable, and truly intelligent edge
applications. Future work will focus on enhancing
its  adaptability = through meta-learning and
expanding its optimization goals to encompass a
wider set of objectives, including privacy and cost
[15], further solidifying its role as a foundational
technology for the future of distributed Al
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