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ABSTRACT

In today’s world, social media has evolved far bigger than the press media, becoming the dominant medium
for public expression. Despite the extraordinary growth, social media involves the prevalence of offensive
language and harmful content. As there is no real content moderation or compliance checks, social media has
become an open market for trading offenses. lack of stringent content moderation and compliance checks,
social media has become a place where individuals are able to express things that are objectionable. In terms
of translation requirements, particularly in low-resource code-mixed language pairs, such as English—Tamil,
detection of offensive verbiage is quite a challenge due to factors, such as variations in scripts, irregular
spellings, and non-availability of reliable large annotated corpora. This paper describes automated annotation
pipeline for the detection of offensive language in English—Tamil translations using the XLM-RoBERTa-
large transformer model. The goal of the proposed system is to generate high-quality multi-class offensive-
language labels—without manual annotation. This model has been optimized for multi-class classifications
in seven categories: profanity, hate speech, sarcasm, threats, harassment/bullying, disrespect/dismissive, and
non-offensive. We hypothesize that a semi-supervised, confidence-tiered annotation process, combined with
lexicon-based category mapping, public datasets that are labelled, machine-translated resources, and
synthetic data generation, can achieve annotation quality comparable to human labelling. The imbalance in
classes is addressed through back-translation, generation of synthetic data, and optimization of class-
weighted loss. Experimental results indicate that the model can achieve a Macro-F1 score of 92.4% and a
Cohen’s Kappa of 0.92, demonstrating near-human annotation quality.

Keywords: Semi-Supervised Learning, Annotation, Offensive Language Labelling, Low Resource Language,

Multi-Class Classification

1. INTRODUCTION hate, sarcasm, threats, harassment, and dismissive
behavior.

Nowadays, social media platforms, such as X,
Instagram, Facebook, and YouTube dominate global As social media supports super-fast networking
communication by enabling broadcasts, rapid, and and compatibility in various devices, detection of
viral information exchange. These platforms have offensive languages is all the more required for
increasingly become the primary medium for public  moderation of content, legal compliance, and
discourse, expanding at a scale far beyond traditional ~ safeguarding end wusers. This emphasizes the
press media. Despite their intrusive capabilities and  growing necessity of scalable automated systems for
influential powers, these platforms lack a identifying harmful or abusive expressions in real
mechanism that manages the usage of offensive, time.
harmful, and abusive language. Such gaps in
regulation make them wvulnerable to large-scale Our society has been multilingual. When
spread of harmful expressions. This offensive offensive language pairs up with code-mixing, its
content prevails in several forms, such as profanity, detection results in complications. The alternations
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between two or more languages within a single
instance adds up to the complications.

Be it the state of Tamil Nadu (India), Sri Lanka,
and other Tamil provinces, English—-Tamil code-
mixing is a regular aspect in general online
interactions. This everyday linguistic blending
introduces challenges in script mixing (Tamil
Unicode and Romanized Tamil), phonetic spellings,
non-standard orthography, and morphological
complexity. Additionally, words that are acceptable
in one language may present offensive context in
another language further complicating automated
detections.

The fundamental issue in using effective
offensive language detection models for English—
Tamil translation prevails in the non-availability of
high-quality annotated datasets. Annotations that are
manual are labor-intensive, effort consuming, and
result in subjective interpretations. This scarcity of
reliable labeled data makes it difficult to build robust
supervised models.

To overcome such issues, we utilize an
automated annotation pipeline that is empowered by
the XLM-RoBERTa-large multilingual transformer
model. This system eliminates the dependency on
manual labeling and utilizes the available resources
in the public domain, lexicon-based category
mapping, and machine translation.

At the next level, the system uses a semi-
supervised confidence-tiered annotation process.
This model is fine-tuned for seven offensive
language categories that are tailored for English—
Tamil social media interactions.

We hypothesize that a confidence-tiered, semi-
supervised annotation approach can achieve near-
human annotation quality even under low-resource
and code-mixed conditions.

Contributions of this work include:

1. The introduction of a well-defined seven-
class offensive language taxonomy that is optimized
for code-mixed English—-Tamil.

2. Configuration of a fully automated
annotation pipeline using XLM-RoBERTa-large for
multi-class  classifications in  low-resource
requirements.

3. Addition of confidence-tiered semi-
supervised learning with lexicon-assisted validations
for maximizing the precision in annotations without
manual intervention.

These contributions collectively demonstrate
the viability of automated annotation for low-
resource offensive-language detection.

2. LITERATURE REVIEW

The latest research domain in Natural
Language Processing (NLP) is the detection of
offensive languages. The demand for this research is
due to the need for online safety and content
moderation. In the past, there have been extensive
activities for binary and multi-class classifications
for addressing profanity [1], hate speech [2],
bullying [3], and toxic comment detection [4].
Datasets, such as OLID [1] and Hatebase [5]. These
classifications have resulted in considerable progress
in English-language detections. yet, this progress has
not been directly transferable to low-resource or
code-mixed languages, where the demand for dataset
remains a barrier.

Previous research has underscored the
extensive difficulties associated with detecting
offensive and hate speech across many languages.
Hate speech and abusive offensive languages are
distinction [6][7] for English tweets, whereas [8]
looked at predictive characteristics that help in
identifying offensive symbols and expressions.
Also, [9] conducted an extensive review of hate
speech detection techniques, highlighting the
weaknesses in low-resource [10] and multilingual
environments [11].

Code-mixing is evident in multilingual
societies—where speakers tend to combine
expressions and words from other languages within

a sentence. English—Tamil code-mixing presents
challenges, such as script variation, phonetic
Romanization, morphological complexity, and

inconsistent spelling. Through research studies [12]
and [13], we can ascertain the difficulties of applying
conventional NLP models to the available data.

Code-mixed text parsing has been investigated
in studies with focus on Hindi—-English dependency
parsing [14], and multilingual datasets [15] for code-
switching study. These investigations highlight the
intricacy of utilizing NLP procedures on mixed-
script data, hence reinforcing the necessity for
customized transformer-based methodologies, such
as ours, for English—Tamil.

Understanding sarcasm is still a major challenge
for offensive language studies. [14] explored
automatic sarcasm recognition strategies, whereas
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[15] illustrated with neural approaches. Similarly,
[16] built HopeEDI, a multilingual dataset to detect
hope speech. This shows how hard it is to work with
code-mixed and low-resource languages in research
on inappropriate speech. [17] developed BERT, a
deep Dbidirectional transformer model that
transformed NLP by providing contextualized
embeddings commonly used in offensive language
detection tasks.

Further, low-resource languages lack large-
scale annotated corpora and language-specific pre-
trained models that are available for high-resource
languages, mandating transfer learning and
multilingual modeling strategies. The evolution of
transformer architectures [7] has contributed to
revolutionizing NLP.

NLP, in its current form, includes
contextualized embeddings and superior
performance in a range of tasks. Multilingual BERT
(mBERT)[7] [18] is one of the initial multilingual
models. With a large scale of models and trained on
104 languages, it consists of Tamil as welk[17].

IndicBERT [19] provides optimization for
Indic languages even though it is limited for
Romanized text. MuRIL [20] is one of the
multilingual models that focusses on Indian
languages. This model can handle native scripts.
However, it has weaker performance on code-mixed
content. Similarly, [2] explored the multilingual
capabilities of mBERT, demonstrating its ability to
generalize across more than 100 languages, albeit
with constraints in noisy, code-mixed environments
such as Tamil-English.

XLM-RoBERTa (XLM-R) [21], which is
trained on 2.5TB of CommonCrawl data in 100
languages, is capable of state-of-the-art performance
in cross-lingual classifications as well as sequence
labeling tasks. This model involves SentencePiece
[21] tokenizer that can handle mixed scripts. As a
result, it is well-suited for English—-Tamil code-
mixed [22] text.

XLM-RoBERTa-large provides increased
depth and parameter capacity [23] over the base
variant. It can provide superior performance,

especially for nuanced semantic differentiators, such
as sarcasm or indirect harassment.

In the case of automatic annotation approaches,
the spanning involves self-training [24], semi-
supervised learning [25], and lexicon-augmented
methods [26], the creation of larger datasets that are
labelled without full manual annotation. The process
includes a training for the initial model on a small
size dataset, applying labels for unlabeled data, and
refining the model predictions in iterations.

In offensive language detection, lexicon-based
mapping serves as a supplementary filter that
increases label reliability in medium-confidence
predictions. Some studies, such as [27], applied this
strategy to Indic languages. Unfortunately, none of
them have specifically targeted the English—Tamil
code-mixed domain using XLM-RoBERTa-
large[21].

3. MATERIALS AND METHODS

This  section describes the  proposed
methodology for developing a fully automated
annotation system for English-Tamil offensive
language detection, centered exclusively on XLM-
oBERTa-large. This methodology targets the
limitations in code-mixed, low-resource data and to

produce large-scale, high-quality annotations
without any manual labeling.
The overall workflow consists of nine

sequential stages. They are

1. Data acquisition

2. Data preprocessing

3. Seed dataset generation

4. Transformer model
RoBERTa-large)

5. Fine-Tuning for multi-class classification

6. Semi-supervised automatic annotation

7. Offensive-specific class balancing

8. Annotation storage and automated quality
control

9. Iterative refinement

definition (XLM-

The Figure 1 demonstrates the complete process
work flow how lexicons are merged into a seed
dataset for refined automatic annotation
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Figure 1. Overall System Architecture

3.1 Data Acquisition

During data acquisition raw content is collected
from online platforms that are public, creating the
input corpus for preprocessing, and model training
considering target Data Characteristics having:

e Bilingual content - Tamil and English in a
single instance.

e Script diversity: Tamil
Romanized Tamil.

e Domain relevance: Social, political, and
entertainment contexts in which offensive languages
prevail constantly.

Unicode and

This ensures that the collected samples match
real-world code-mixed communication styles

As an example, code-Mixed Sentence - "Nee
romba annoying ah irukka da" Here, “Nee romba” is
Romanized Tamil (“you are quite”), “annoying” is
English, and “ah irukka da” is Tamil grammar
applied to English vocabulary.

Various data collection sources include:

o  Twitter/X — Tweets and replies are filtered
with bilingual offensive keywords.

e YouTube comments — Tamil movie
reviews, interviews, documentaries, public

e
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discourses, cookery shows, vlogs, personal views,
political debates, and music reactions.

e Facebook public pages — Sports
commentary, review articles, criticism, film fan
pages, political groups.

e Tamil online forums — Discussions on
current events and cultural issues.

Keyword Design:

e  Offensive term lists in Tamil Unicode (e.g.,
“ap__mar”), Romanized Tamil (“muttazh”), and
English (“idiot™).

e Non-offensive common words to maintain
domain balance.

e Hashtags reflecting trending Tamil content
(#Thalaivar, #Aandavar, #TamilPolitics).

All collected data is stored along with
metadata such as timestamp, script type, and
platform source to support traceability and
reproducibility.

3.2 Data Preprocessing

The preprocessing starts with the identification
of script and language of each token using fastText.
This step differentiates Tamil written content in its
native script, Romanized Tamil, and English, that
are crucial in code-mixed contexts. This distinction
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is essential for handling code-mixed expressions
accurately. After tagging the scripts, our system
applies the SentencePiece tokenizer from XLM-
RoBERTa to break down the content into subword
units for better management of mixed-language and
rare words.

For example, in the sentence “Nee stupid ah
pona”, the system tags the tokens as [Nee —
Romanized Tamil], [stupid — English], [ah -
Romanized Tamil], and [pona — Romanized Tamil],
and maintains the original multilingual structure.

The normalization of Tamil text for the NFC
(Normalization Form C) standard assures us that
visually identical characters share the same
underlying encoding. This normalization prevents
inconsistencies caused by different Unicode
compositions of the same character, which can
otherwise minimize the model’s capability to
recognize word patterns accurately.

Our system removes the extraneous and
irrelevant text elements and improves data quality.
For this removal activity, our system includes
elimination of URLs, HTML tags, extra spaces, and
repeated punctuations, such as “!!!”.

Elongated characters, such as “looooser”
undergo normalization and get converted to their
normal form of “looser”. This conversion reduces
variability in token forms. Importantly, emojis exist
as they often convey sarcasm, mockery, or emotional
context that can be crucial for offense detection.
Emojis often contribute to sarcasm and emotional
tone, so they are kept intact.

The conversion of English content to lowercase
occurs for minimizing sparsity in the vocabulary.
Exceptions are provided for words in uppercase, that
undergo preservation when they present emphasis or
shouting or jeering, as in “WOW?”, since such
emphasis can be an indication of offensive or

emotionally charged communication. These
preserved patterns act as important linguistic cues
for offense categories.

Instead of converting all the words into one
single language, the preprocessing preservers the
original form. By looking up the patterns in code-
mixing, our system considers them as key indicators
of certain offense categories, such as presence of
insulting words in Tamil or English. The
preservation of these patterns helps in looking up
linguistic cues that are necessary for precise
classifications.

3.3 Seed Dataset Generation

A seed dataset is a small but well-constructed,
high-quality labelled dataset that helps in fine-tuning
the primary version of the model prior to the
application of large-scale automatic annotation. A
dataset provides the foundational information that
the model needs to understand offensive categories
and provide accurate predictions on new, unlabeled
data.

The seed dataset for our proposed method is
obtained from three publicly available and well-
established resources.

The HASOC 2021 Tamil dataset [17] contains
7,000 annotated Tamil tweets that contain labels for
offensive language. The HASOC 2021 English
dataset [17] includes 10,000 English tweets, which
are re-labelled as per the seven offense categories
defined in this work.

The OLID dataset [5] consists of 13,240 English
tweets, which have been translated into Tamil using
MarianMT, retaining the embedded English words
and preserve the code-mixed style. These datasets
cover all seven categories required for the multi-
class model.

Table 1: Dataset Description

Dataset Name Language(s) (Sam]s):::) Ca tegor(i)efsfe(rjlts)iv‘;ere d Script(s)
(Tami17]
(EflIQAlissg)([jl%)zl English 10,000 All7 English
L) }(E?rgaltilssllla;d)Tamﬂ 13,240 All7 (Unifi?e;l
T | ey | o | o |
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3.4 Transformer Model XLM-RoBERTa-Large

The system uses XLM-RoBERTa-large due to
its capabilities in interpreting multiple languages,
such as Tamil and English. Importantly, it manages
content present in multiple languages and scripts
(like English and Romanized Tamil within the same
sentence). XML-RoBERTa-large has been trained in
over 100 languages. Hence, it is *well versed’ with
patterns found in both English and Tamil writing.
The model is huge—with over 550 million
parameters—that help in capturing the smallest of
detailing with accurate meanings. This capturing is
important for the detection of subtle forms of
offensive words, such as sarcasm or indirect insults,
in which the tone is as important as the words.

The architecture of the model contains 24 layers
for processing. Each layer comprises of 16 attention
heads. These layers allow the model to focus on
smaller pieces of information in the text and inter-
connect them, even if they are far apart in the
sentence. The model comprises of a large vocabulary
of 250,000 subwords. The presence of an extensive
collection of subwords ensures that the model can
cover every word encountered and maintain the
original meaning.. These architectural features
enable the model to detect subtle forms of offense
such as sarcasm or indirect insults.

3.5 Model Fine-Tuning for Offensive Language
Classification

With the fine tuning of the XLM-RoBERTa-
large model on the developed seed dataset for a
seven-class classification task, each input sentence
undergoes tokenization using SentencePiece and
gets limited to a maximum length of 128 tokens per
sequence. The output from the model is a
probabilistic distribution of given data across the
seven predefined categories: Profanity, Hate Speech,
Sarcasm, Threats, Harassment/Bullying,
Disrespect/Dismissive, and Non-Offensive.

The self-attention in this transformer model
captures all dependencies and is represented as
follows:

. QKT
Attention(Q, K, V) = softmax (\/_T) % (1)
k

In equation (1) Q, K, and V are linear
projections of the hidden states and dx is the key
dimension.

e
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The use of categorical cross-entropy exists as
the loss function, and the model optimizes using
AdamW with a learning rate scheduler

L= yclog () )

Where:

C: number of offensive categories for N samples
y.: one-hot encoded ground truth label

y: predicted probability for class ¢

Early pausing is applied when the validation
macro-F1 score is met. This pausing prevents
overfitting and assures stable generalization.

3.6 Semi-Supervised Annotation Process

After completing the fine-tuning process, our
system uses the model for annotating a large corpus
of unlabeled English—Tamil data. Predictions with
high confidence scores (=0.90) are accepted directly
as labeled data. The system flags predictions with
medium confidence scores (0.60—0.90). In such a
case, the system performs additional verifications as
per refinement cycles. Predictions that are below
0.60 confidence are ignored during this refinement
cycle for maintaining label quality. This approach
enables annotations at a large-scale without
compromising on precise labelling and is given as
follows:

Vi ifmax(p;) = th

=) if i smax(p) < 1

discard if max() < 13

€)

Where pi is the probability distribution, 7,=0.90
and 71=0.60 and f(y;) is refinement.

3.7 Offensive-Specific Class Balancing

There are certain offensive categories, such as
threats or harassment, that are rarely found in
naturally occurring data. The system addresses class
imbalance through targeted data augmentation. The
system uses two primary techniques: Back-
translation between English and Tamil for producing
new labeled examples, and generation of synthetic
data for offensive prompt-based text. In addition,
during training, the system applies a class-weighted
loss function for providing more importance to
underrepresented categories, improving the model’s
ability to detect rare offenses.

Back-translation utilizes translation functions to
generate instances which mean identical but have
different surface structures. If we have an input text
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x, the process of adding to it and back translates as
given in equation (4).

x"=Ten714(Tra- En (X)) 4
where T is the translation operator that first
converts Tamil to English and then back to Tamil.
This change makes paraphrased samples that cover
more offensive categories for minorities.

We generated synthetic instances using a
generative model for both offensive and non-
offensive contexts. The enhanced dataset is depicted
as in equation (5).

Daug = DUG (prompt) %)

where D is the original dataset and G is the
generator function that is based on prompts that are
specific to the task. To ensure the high quality, the

Imbalanced Data
Non-offensive

50%

5% Others

15% 5%
Profanity 10%8% 2  Sarcasm
Harassment
Hate Threat

(a)

generated samples were reevaluated through the
confidence-tiered annotation pipeline.

When both strategies were used together, the
final dataset had a more even spread of offensive
language classes, which helped to fix the class
imbalance and reduce bias during fine-tuning.

The dataset initially had a significantly skewed
distribution, with non-offensive samples comprising
50% (Figure 2a), whereas offensive categories such
as sarcasm, accounted for less than 5% each.
Following the execution of balancing processes, the
dataset achieved a more uniform distribution across
all seven classes (Figure 2b).

Balanced Data

Profanity
Hate
0
14% e Non-offensive
14%
Threat 14%
14%
0,
14% 140 Others
Harassment
Sarcasm
(b)

Figure 2.(A) Show The Dataset Before Balancing And (B) Represents The Percentage Of Balance Data

3.8 Annotation Storage and Quality Assurance

Our system stores the output annotations in a
well-structured JSON format that includes the text,
detected language type, predicted offense label,
model confidence score, and model version. For
example:

{

"text": " £ @ wprr_mrarfellow",
"language": "mixed",

"predicted label": "Disrespect/Dismissive",
"confidence": 0.94,

"model version": "XLMR-offense-v1"

}

With this structured approach, the system can
easily support reproducibility and integration into
downstream moderation systems. The system
performs periodic quality checks by sampling a
subset of the annotated data for to detect potential
prediction drifts and ensures alignment with the label
definitions that are intended. These iterations keep

the model updated with evolving slang, code mixed
expressions and new forms of offensive language.

The system provides retraining for the
annotation model every two annotation cycles. In
every retraining iteration, a new label and verified
data adds to the training set. This dataset is updated
with slang and profanity lexicons, and hard-to-
classify examples that are identified in earlier cycles.
These iteratives help in improving the overall
process such that the model remains robust against
evolving offensive language patterns and manages
new forms of code-mixed expressions.

3.9 Algorithm

Table 2 summarizes the complete algorithm
incorporating all stages described above.
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Table 2. Algorithm For The Proposed Annotation
INPUT: DATASET INTERGRATED FROM VARIOUS CORPUS

PROCESSING

STAGE A — DATA ACQUISITION
1. raw = collect( raw_social posts,

filters={bi-lingual keywords (EN+TA+Romanized), hashtags} )
2. attach metadata(raw, fields={source, timestamp, detected script})

STAGE B — PREPROCESSING
3. for each post in raw:
tokens = fastText lang script tag(post)
post.tokens = SentencePiece.tokenize(post.text)
post.text = normalize unicode NFC(post.text)
post.text = clean_noise(post.text,
remove={URLs, HTML, extra spaces, repeated punctuation},
keep={emojis})
post.text = normalize elongations(post.text)
post.text = lowercase english_except shouting(post.text)
preserve code mixing(post)

STAGE C — SEED DATASET CONSTRUCTION
4. seed = load(HASOC TA) U relabel(HASOC EN Categories)

5. define lexicon mapping for clear terms(seed)

STAGE D — MODEL DEFINITION & FINE-TUNING
6. init Model (XLM-R-large); set tokenizer=SentencePiece; max len=128
7. train Model on seed with TrainCfg; monitor macro-F1; early stop

STAGE E — SEMI-SUPERVISED AUTO-ANNOTATION
8. for each post in UnlabeledCrawl:
p = Model.predict_proba(post)
y_hat = argmax(p)
if max(p) > Thresholds.HIGH:
add to auto labeled(post, y hat, conf=max(p))
else if Thresholds. MID LOW < max(p) < Thresholds.HIGH:
queue for refinement(post, y hat, conf=max(p))
else:

skip(post)

STAGE F — OFFENSE-SPECIFIC CLASS BALANCING
9. augmented = back translate(EN«—TA, minority classes)

U synthetic_generation(prompted offense text)
10. set class_weighted loss(minority classes)

STAGE G — TRAIN FINAL CLASSIFIER
11. train Model on (seed U auto_labeled U augmented) with TrainCfg

STAGE H — STORAGE & QUALITY CONTROL
12. for each annotated item:
emit JSON {
text, language type, predicted label, confidence, model version

H
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STAGE I — EVALUATION
14. compute metrics on held-out test:

OUTPUTS:

13. periodic_quality checks(sample=small random_subset, compare to gold/dev)

accuracy, precision, recall, macro-F1, Cohen’s Kappa

- Trained classifier (XLM-R-large) for 7-way offense detection
- Large auto-annotated EN-TA code-mixed dataset with metadata + JSON records

4. EXPERIMENTAL SETUP
4.1 Hardware and Software Environment

For our system, experiments were conducted on
a high-end computing server that is built with
NVIDIA A100 GPUs (40 GB VRAM), 512 GB
RAM ensuring efficient training and inference.
Training and inference were performed using Python
3.10, PyTorch 2.0, and the Hugging Face
Transformers library. FastText, SentencePiece, and
NLTK have been implemented using additional
preprocessing. This hardware—software
configuration provides the necessary compute
capacity for fine-tuning XLM-RoBERTa-large on
large datasets.

4.2 Dataset Composition

The training dataset consists of 30,240 labeled
instances with a combination of seed dataset. This
seed dataset includes automatically annotated high-
confidence(>0.90) samples from semi-supervised
process. The data was split into 80% trainings, 10%
validation, and 10% test sets. This split ensures that
the distribution of the seven offense categories is
maintained across all splits.

4.3 Input Representation

Each text sample, whether Tamil, English, or
code-mixed, has been tokenized using the
SentencePiece tokenizer that are associated with
XLM-RoBERTa-large. The permissible sequence
length was fixed at 128 tokens, along with shorter
padding sequences and longer truncating sequences.
There was not a need for token type embeddings, as
the model architecture supports encoder-only.

4.4 Training Configuration
The batch size was set to 32 for the fine-tuning

process. The initial learning rate was set as 2e-5, and
the AdamW optimizer with weight decay set to 0.01.

The application of a cosine learning rate scheduler
with warmup steps equal to 10% of the total training
steps. The training was provided with a maximum of
10 epochs, with early stopping triggered when the
validation macro-F1 failed to improve for three
consecutive epochs. A cosine learning-rate
scheduler with warmup was used because it
stabilizes transformer fine-tuning.

4.5 Evaluation Metrics

The performance of our system has been
evaluated with accuracy, precision, recall, and
macro-F1 score. Further, a class-wise F1 score has
been computed for assessing category-specific
performance. The agreement between automatic
annotations and a small gold-standard dataset has
been measured using Cohen’s Kappa. The F1 score

is the harmonic mean of precision and recall:

F1=2x Prec’is.ioanecall (5)

Precision + Recall

Cohen’s Kappa(K) measures inter-rater

agreement adjusted for chance .
:PO_Pe
Ko ©)
Where Po is an observed agreement, and

Pe is the expected agreement by chance.

All symbols that have been used in the
equations should be defined in the following text.

5. RESULTS AND DISCUSSION
5.1 Overall Performance Metrics

With fine-tuning of XLM-RoBERTa-large
model, our system achieved an overall accuracy of
92.4% indicating strong overall predictive
performance,and a macro-F1 score of 91.2% in the
initial test set reflecting balanced performance
across minority classes.  The balance across
precision and recall across categories, were
maintained with average precision at 91.5% and
average recall at 90.9%. The reliability was
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determined through an agreement between
automatically generated annotations and the gold-
standard human-labeled dataset was Cohen’s Kappa
= 0.92. confirms near-human agreement levels.

5.2 Class-Wise Performance

The category-specific F1(Table 2) shows
proposed model score across various category.

Table 3. F1 Score

Category F1 Score (%)
Profanity 94.3
Hate Speech 90.8
Sarcasm 88.7
Threats 89.4
Harassment/Bullying 90.1
Disrespect/Dismissive 92.0
Non-Offensive 93.5

Confusion M

Profanity

Hate Speech -

Sarcasm - 5
]
=

-~ Threats - 3
o
-]
=

Harassment/Bullying - 4

Disrespect/Dismissive - 5

Non-Offensive - 10

o\
s\a“\'d oeC e
© X X
x e
N

In the initial analysis, performance was high for
Profanity and Non-Offensive categories. Although
Profanity and Non-Offensive show high F1 due to
higher frequency, Sarcasm remains the most
challenging because it depends on tone and cultural
cues.

5.3 Confusion Matrix

An examination of the confusion matrix reveals
that Sarcasm is predominantly misclassified as
Disrespect/Dismissive. This misclassification occurs
because sarcastic expressions often overlap with
disrespectful remarks, especially when mock-
politeness is present. Likewise, Threats and
Harassment/Bullying do overlap sometimes,
especially in cases of repeated hostile statements.

atrix for XLM-RoBERTa-large

2 3 a 12

\ 0O N N
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Predicted Label

Figure 3. Confusion Matrix

5.4 Annotation Quality Evaluation

Our model produced 88% high-confidence
predictions (=0.90 probability) when we apply it to a
large corpus of unlabeled English-Tamil social
media posts. When a random sample of these high-
confidence predictions are evaluated against the
gold-standard set, we obtained over 92% agreement.
This result confirms that the automatic annotation
process is capable of manual labeling quality when
minimizing the time for annotations and that are
confirmed by results .

5.5 Observations

Our findings indicate that XLM-RoBERTa-
large can capture the linguistic complexity of
English-Tamil code-mixed text. This includes
mixed scripts and transliterated terms. Even though
sarcasm remains the most challenging class, the
system maintains overall category balance through
class-weighted loss and augmentations that are
targeted. The high agreement score suggests that this
pipeline is scalable for large-scale offensive
language dataset creation without depending on
manual labeling.
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5.6 Error Analysis Table

The proposed model provides perform well
overall, but when you look more closely at the
mistakes, you can see that it has some major
problems when it comes to dealing with nuanced or

context-sensitive content. Table 4 shows examples
of such misclassification. This indicates a need for
improved emoji-aware sarcasm detection.

Table 4 : Example Of Error Analysis

. Reason for
Example Post (Code- | Gold Predicted Misclassificatio | Future Fix
Mixed / English—Tamil) | Label Label n
“Oh wow, what a genius Disrespect/ Ic\goffrle faslelligastti(c) Incorporate emoji
moves, as expected from | Sarcasm ISTespe Pt L embeddings and sentiment-
. Dismissive emoji and ironic
you @ tone contrast features.
“If vou keep postine this. I Treated as ongoing | Add discourse-level
LY PP g His, Harassment/ hostility instead of | modelling to differentiate
will find you and make you | Threats . . L
o Bullying one-time explicit | threats  from  repeated
regret 1t.
threat. harassment.
Romanized Tarpll Expand Romanized Tamil
« » + English . .
Nee oru bloody fool da . . . lexicons and  improve
. . . Profanity Non-Offensive profanity confused L
(Tamil-English mix) tokenization  for  code-
model; casual tone mixin
masked offense. &
Model confused | Model confused cheering
cheering emoji | emoji with sarcastic tone due
Congrats on your result, | Non- . . L
, . Sarcasm with sarcastic tone | to training imbalance.
proud of you & Offensive d .
ue to traming
imbalance.

5.7. Discussion

In this section, we discuss the results of our
system. The fine-tuning of XLM-RoBERTa-large
model presents its ability for detecting and
classifying offensive language that is English—Tamil
code-mixed text. Our system provides an overall
macro-F1 score of 91.2% and a Cohen’s Kappa of
0.92. The system achieves almost precise human
annotation quality and reduces the time and cost
associated with manual labeling.

The system provides high performance for
Profanity and Non-Offensive categories. Such
results facilitate the relatively straightforward lexical
cues that are found in the detection of profanity and
the abundance of non-offensive samples in the
training set. In comparison, Sarcasm proves to be a
demanding category. Because sarcasm depends on
context that is beyond the surface level lexical
patterns. There are cultural references, emojis, and
tone in sarcastic words. Though the system captures
many of these cues, subtle sarcasm contributes in
misclassification as Disrespect/Dismissive.

The confusion between Threats and
Harassment/Bullying indicates the complexity that
is present in differentiating direct threats of harm and

sustained targeted hostility. This is an indicating for
a finer-grained approach of modeling that involves
detailed analysis of discourses or conversations.
With a fine-grained approach the system could
further improve and support in the performance of
these categories.

One of the primary advantages of the system is
scalability. With the combination of seed datasets
and the fine-tuning with semi-supervised high-
confidence annotation, the framework supports
processing and labeling huge data sets of social
media without heavy reliance on human annotators.
This functionality makes the system valuable for
low-resource languages like Tamil, where annotated
offensive language datasets are scarce. Class-
balanced training and semi-supervised high-
confidence filtering significantly improved accuracy
across rare categories.The preservation of code-
mixing in preprocessing contributed heavily to
ensuring that the classification is accurate. Instead of
translating or normalizing all content to a single
script, the system maintains the mixed-script
patterns serve as strong indicators of offensive
languages in communities. This system can be
directly integrated into social-media moderation
workflows, automated dataset creation pipelines,
and hate-speech monitoring tools
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In summary, our system with XLM-RoBERTa-
large-based automatic annotation pipeline provides
higher accuracy and scalability for offensive
language detections in English-Tamil code-mixed
data. The system serves as a foundation for future
explorations, including integration with real-time
content moderation systems, expanding other low-
resource language pairs, and incorporating context-
aware elements, such as wuser history and
conversations.

6. LIMITATIONS AND FUTURE WORK

When the current system provides strong
results, some limitations are foreseen. First, the
system is yet to integrate the temporal linguistic
evolution. Therefore, the emerging slang or evolving
usage patterns may require periodic retraining.
Second, sarcasm and indirect offense remain a
prominent challenge for any automated system. To
the translations of sarcastic words depend on context
and cultural familiarity. The last factor is that,
although there is mitigation in class imbalance
through data augmentation and class-weighted loss.
Rare factors, such as threats still present limited
training examples. Therefore, it is potentially a
constraint in real-world applications.

Though our findings prove the effectiveness of
XLM-RoBERTa-large for offensive languages in
multilingual and mixed-script content. The
adaptability of the framework and its qualitative high
annotations, make it compatible for low-resource
language scenarios in which annotated corpora are
less but volumes of unlabeled data are huge.

There is further scope to include Context-Aware
Offense Detection where interaction patterns can be
integrated which can also be extended to
multilingual support. Future extensions include
integrating discourse context, emoji embeddings,
and real-time content adaptation.

7. CONCLUSION

Our study presents a transformer-based
automatic annotation framework for identifying and
detecting offensive languages in English—Tamil
code-mixed text. Our system leverages the features
of XLM-RoBERTa-large. Importantly, the system
uses a seven-class taxonomy— Profanity, Hate
Speech, Sarcasm, Threats, Harassment/Bullying,
Disrespect/Dismissive, and Non-Offensive, all
designed to capture their nuanced manifestations of

e
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offensive communications in bilingual social media
contexts.

Our proposed system is an integration seed
dataset fine-tuning. This system includes semi-
supervised high-confidence annotations and reduces
the requirement for manual labeling while providing
over 90% macro-F1 score. With the retention of
code-mixed structures during preprocessing, our
system preserves key syntactic and semantic cues.
This preservation, in turn, contributes to improved
classification accuracy across most categories. In
addition, the usage of class-weighted training and
data augmentation mitigates the impact of class
imbalance and allows the system to identify
relatively rare forms of offensive languages.
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