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ABSTRACT

Authorship verification (AV) remains critical to attribute text provenance and to limit misuse of large
language models (LLMs). Existing detectors typically used handcrafted stylometric cues or deep transformer
embeddings but lacked robustness to model mimicry and targeted obfuscation and often required large
labeled corpora. This work proposes Hybrid Stylometric—Transformer Embedding Framework (HSTEF), a
hybrid, explainable AV architecture that fuses multi-level stylometric descriptors with cross-attended
transformer embeddings to form a compact verification representation. HSTEF integrated engineered lexical,
orthographic and syntactic stylometric vectors, a pre-trained transformer encoder fine-tuned with contrastive
and calibration objectives, and a cross-modal fusion module that enabled bidirectional style—semantic
interaction while preserving interpretability. The method was evaluated on the PAN CLEF 2025 Voight-
Kampff corpus containing human and machine authored texts across genres and including deliberate
obfuscations. Experiments used one classical baseline (Linear SVM on TF-IDF, SVM) and one hybrid
baseline (DistilBERT + stylometric features) under identical preprocessing and metrics (ROC-AUC, F1,
Brier, C@1, and computation). HSTEF produced an absolute ROC-AUC increase of ~0.07 and an absolute
F1 increase of ~0.07 over the hybrid baseline while improving calibration (Brier reduced ~47%) at a
controlled inference cost increase consistent with forensic deployment scenarios. These results indicate that
a Hybrid Stylometric—Transformer Embedding Framework offers a tractable accuracy and robustness trade-
off for AV against modern generative Al adversaries.

Keywords: Authorship Verification, Stylometry, Transformer Embeddings, LLM detection, PAN CLEF

2025.

1. INTRODUCTION produced or
adversaries.

manipulated by generative Al

Authorship verification (AV) is essential
for establishing text provenance and for mitigating
misuse of large language models (LLMs) [1], [2].
Misuse includes misinformation, plagiarism, and
impersonation that can harm institutions and
individuals. Accurate AV supports forensic review,
content moderation, and academic integrity [3], [4].
This paper addresses AV for texts potentially

Prior work has taken three broad directions.
Handcrafted stylometry extracted lexical, syntactic
and function-word signals and improved
interpretability; topic-debiasing methods reduced
topical leakage and improved stylometric robustness
[5], [6]. Recent stylometric representation work
includes TDRLM, which applied topic-debiasing for
stylometric embeddings and reported improved
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verification performance [7]. Transformer-based
methods fine-tuned pre-trained language encoders
for AV and generative detection in supervised
settings [8], [9], [10]. Zero-shot and probability-
based detectors exploited model-specific signatures
without supervised labels; DetectGPT used log-
probability curvature for zero-shot detection and
Binoculars contrasted two LLMs for domain-
agnostic scores. These approaches provided strong
baselines but each exhibited weaknesses under
targeted adversarial conditions [11].

However, current methods have limited
robustness to model mimicry and obfuscation. Many
transformer detectors relied on distributional cues
that adaptive LLM prompting can erase. Stylometry
resisted some obfuscations but failed when
generators closely matched author-specific lexical
patterns. Zero-shot detectors excelled with low
latency or scarce labels but lost power against
instruction-tuned mimicry [12] [13]. The PAN
CLEF 2025 Voight-Kampff challenge formalized
these threats by including mimicry instructions and
unseen obfuscations in the test split, underscoring
the need for combined defenses.

To address the gap this work proposes
HSTEF (Hybrid Stylometric—Transformer
Embedding Framework). HSTEF fuses engineered
stylometric vectors with contextual transformer
embeddings through a cross-attention fusion
module. HSTEF used contrastive fine-tuning to
separate human and machine style manifolds and
applied calibration to improve probabilistic outputs
for forensic decisions. The design preserved
stylometric explainability while leveraging deep
semantic cues from transformers to improve
detection at low false positive rates.

Contributions are fourfold. (1) HSTEF, a
hybrid, explainable architecture that integrates
stylometric descriptors, a fine-tuned transformer
encoder, and cross-modal fusion. (2) A reproducible
evaluation on the PAN CLEF 2025 Voight-Kampff
dataset that measures accuracy, calibration, and
computational cost. (3) A fair comparison using one
classical baseline (Linear SVM on TF-IDF) and one
hybrid baseline (DistilBERT + stylometric features)
with matched preprocessing and resource reporting.
(4) An extensive ablation and robustness analysis
that quantifies performance under paraphrase,
synonym  replacement and  model-mimicry
adversaries.

2. RELATED WORK

Authorship verification, stylometry, and
machine-generated text detection form overlapping

2

research families. Stylometric methods emphasize
interpretable linguistic features and remain valuable
for short texts and obfuscation scenarios.
Transformer and probability-based detectors exploit
distributional and model-specific signals produced
by LLMs and often achieve high zero-shot
performance. Hybrid fusion methods combine the
two to improve robustness. Recent PAN shared tasks
produced large, adversarial datasets that foreground
obfuscation and mixed human/Al samples and set
standardized metrics and baselines.

Stylometric representations have
progressed with topic-debiasing and representation
learning to reduce topical confounds. For example,
TDRLM introduced topic-debiasing to improve
stylometric AV by mitigating topical leakage [14].
These methods improved classic stylometry but
remained sensitive to strong mimicry and
instruction-tuned LLM outputs.

Zero-shot  and  probability-curvature
detectors  exploited model behavior without
supervised training. DetectGPT used log-probability

curvature for zero-shot detection [15]. Fast-
DetectGPT  improved efficiency by using
conditional  curvature  approximations [16].
Binoculars presented a contrastive, zero-shot

scheme with strong detection at low false positive
rates [17]. These approaches excel under latency
constraints or when labeled data are scarce but lose
power against targeted style mimicry.

Hybrid and fusion approaches targeted
complementary strengths. Prior PAN submissions
demonstrated that lightweight transformer hybrids
(DistilBERT + stylometrics) balanced accuracy and
explainability on Voight-Kampff tasks. The PAN
2025 overview summarized task settings and
provided community baselines and evaluation norms
[18]. Recent fusion work formalized cross-modal
interactions between style and semantics and
reported robustness gains on mixed corpora [19].

Adversarial robustness studies catalog
obfuscation and mimicry threats and measured
degradations across detectors. Masks and Mimicry
analyzed targeted impersonation and showed
significant performance drops unless contrastive or
adversarial defenses were used [20]. These findings
motivate explicit robustness training and feature
fusion.

No prior study jointly aligned explainable
stylometric descriptors, transformer contrastive fine-
tuning, cross-modal fusion, and an explicit
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computation/latency budget on the PAN-style
generative adversary benchmarks. This gap
motivated the present study.

3. METHODOLOGY
3.1. Problem Definition & Threat Model

Authorship verification (AV) determined
whether a given text was authored by a claimed
human author or by a large language model (LLM).
The task was binary verification on single
documents and pairwise verification for short text
pairs. The adversary aimed to cause false attribution
by using generative models to mimic a target author
or by applying automated obfuscation (paraphrase,
synonym substitution, or targeted style transfer). The
threat model assumed white-box access to an LLM
family for generating adversarial samples during
evaluation but not to the internal parameters of the
deployed verification model. The defender had
access only to labeled examples from the PAN
CLEF 2025 Voight-Kampft corpus and used these
for training, calibration, and validation. Limitations
included English-only text, restricted genre coverage
per PAN splits, and a residual risk of pretraining
contamination when a generator’s pretraining corpus
overlapped with evaluation text.

3.2. System Design

The Hybrid Stylometric-Transformer
Embedding Framework (HSTEF) comprised five
components. The stylometric extractor computed
handcrafted features: character n-grams, function-
word frequencies, punctuation ratios, POS
distributions, sentence statistics, TTR, and entropy
measures. The transformer encoder produced
contextual token embeddings from tokenized text
using a pre-trained encoder fine-tuned on the task.
The projection blocks mapped stylometric vectors
and token embeddings into a common latent space.
The cross-attention fusion module enabled
bidirectional  style-semantic  interaction and
produced a fused representation. The classifier head
produced probabilistic scores and applied post-hoc
temperature calibration. Each component logged
resource usage to enable computation/time trade-off
analysis. Figure 1 shows the system architecture
diagram of HSTEF.

Input Text (PAN-
CLEF 2025)

'

Preprocessing

v

Transformer

Encoding
v

Fusion

v
Prediction &

Calibration

|
\2 v

Operational
Layer

Outputs

Figure 1 System Architecture Diagram of Proposed
Model
3.3. Dataset Collection

The dataset source was PAN CLEF 2025
Voight-Kampff (PAN 2025). The corpus contained
human-authored and machine-generated texts across
multiple genres (news, essays, fiction). The public
task provided official splits. The training partition
contained on the order of 10"5-10"6 labeled
examples depending on the task subset; the
development partition contained roughly 20-25% of
the training scale while the held-out test partition
matched PAN evaluation sizes. The dataset
employed JSONL format with fields id, text, label
(human/Al), model (generator identifier), and genre.
The dataset documentation specified TIRA
submission for final evaluation.

3.4. Pre-processing, Sampling strategy,
Validation, Compatibility

Pre-processing performed token
normalization, sentence segmentation, Unicode

normalization (NFC), and optional lowercasing
while preserving punctuation for stylometry.
Transformer inputs were truncated or windowed to
512 tokens. Stylometric extraction removed
boilerplate and anonymized metadata. Sampling
used stratified sampling across genres and generator
families to preserve class balance and to reserve at
least one generator family as unseen during training
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for robustness evaluation. Validation used the PAN
dev split for hyperparameter selection and a held-out
internal test split for ablation. The dataset was
compatible with the selected baselines and the
proposed model since it provided raw text, canonical
labels, and model identifiers. Reproducibility used
TIRA settings where applicable and reported exact
counts per split in the final manuscript.

3.5. Proposed Model: HSTEF

HSTEF was designed to combine
interpretable stylometric cues with deep contextual
embeddings to increase robustness to mimicry. The
model was chosen because stylometric features
provided stable low-dimensional signals under small
paraphrase changes while transformer
representations captured semantics and subtle
distributional traces left by LLMs. Cross-attention
fusion allowed stylometry to modulate token-level
representation and vice versa. Contrastive fine-
tuning increased separability between human and
machine styles. Temperature scaling improved
probabilistic calibration for forensic decisions.
Figure 2 shows the workflow diagram of the HSTEF
development and deployment pipeline.

Data Preparation
(download — clean —
stratified sampling)

v

Model Training
(stylometry — fine-
tune — fusion)

v

Evaluation &
Robustness
(metrics — ablations
— obfuscation tests)

Y

Deployment
(TIRA — APl —
monitoring)

Figure 2 Workflow of HSTEF Pipeline

3.5.1. Mathematical Modeling

Tokenization and transformer encoding
T Enc(Tok(x)) € R4

M

4

Tok converts raw text x into a token sequence of
length L. Enc denotes the pre-trained transformer
encoder that maps tokens to contextual embeddings.
T stores token embeddings for L positions with
model dimension d.
Stylometric feature extraction

s = ¢styl(x) ER™ (2)
¢sty1 computes mhandcrafted features from the raw
text x. Features include n-gram counts, function-
word ratios, POS frequency vectors, and length
statistics. s represents the stylometric descriptor
used downstream.
Stylometric projection

u = W,s+b; € R

3)
W; and b, are learnable weights and bias for the
projection. The projection maps the m-dimensional
stylometric vector into a d’' -dimensional style
embedding. u is the compact style representation
used in cross attention.
Token projections for attention
Q=TW,K=TW,,V=TW, (4
Wy, Wi, W, are learned linear transforms for queries,
keys and values. Projections reshape token
embeddings for multihead attention computations.
Q, K,V preserve sequence length Lwhile changing
head dimensions.
Stylometric key/value projection
ks = uW,, v, = uly;,_ € R™% (5)
Wy, and W,  produce keys and values for each
attention head from u. The output shapes align with
hheads and key dimension d . K and v, enable
style conditioned attention on tokens.

Cross-attention score matrix
T

k
softmax (Q s> € R"  (6)

Jax

The dot product QK] measures token-to-style
affinity. Division by \/d_kscales scores to stabilize
gradients. Softmax normalizes scores across heads
and token positions to yield attention weights A.
Cross-attention output

C = AVeRMX

A

()

C applies attention weights A to token value matrix
V. The result injects style-conditioned information
into token representations. C retains sequence length
Land matches embedding dimension d.

Pooling and fusion vector

f = LN([Pool(T);u; Pool (C)]) € RP (8)
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Pool denotes mean or attentive pooling over the
token dimension L . Concatenation combines
transformer summary, style embedding, and style-
conditioned summary. Layer normalization
stabilizes the fused vector f of dimension D.
Classifier logits
z = W.f+b.eR (9)
W, projects the fusion vector to a scalar logit and b,
is the bias. The logit zencodes uncalibrated evidence
for the positive (machine-authored) class. Logit
values feed the final probability transform.
Probability with temperature scaling

g =0(2) o

o (+) is the sigmoid function mapping the scaled logit
to [0,1]. T > Ois a temperature parameter fit on
validation data or learned. Temperature adjusts
calibration without altering the rank order of logits.
Binary cross-entropy loss

N
1
Lgcg = —NZ[YilogJ’i
i=

+(1

—y)log(l -3 (A1)

N denotes the batch size and y; € {0,1} denotes
ground truth labels. The loss penalizes deviation
between predicted probabilities ¥y; and labels.
Optimization minimizes this term to align model
outputs with labeled data.

Contrastive (NT-Xent style) loss for embedding
separation

LCO]’)U‘

) exp (S SD)

N N
i=1 E
exp
j=1

j=

(12)
(Slm(il,f]))

f:" denotes a positive example for sample i (same
class or augmented view). sim denotes cosine
similarity and kis the contrastive temperature. The

loss increases similarity to positives while
decreasing similarity to other examples.

Final  objective  (combined, included for
completeness)

L = algcg + BLeontr + ¥ Lea (13)

Weights a, 8,y balance classification, contrastive
separation, and calibration. L., denotes the
calibration loss or temperature regularizer. The

optimizer minimizes £ with early stopping on dev
ROC-AUC.

3.6. Baselines and Fair Comparison Rationale

The classical baseline was a Linear Support
Vector Machine (SVM) trained on TF-IDF features
(1-3 grams) with L2 normalization. The hybrid
baseline used DistilBERT token embeddings
concatenated with the same stylometric vector s,
followed by a logistic regression head. Both
baselines used identical preprocessing, tokenization,
and class balancing as HSTEF. Evaluation followed
the PAN protocol: same train/dev/test splits, same
metric definitions, and identical measurement of
inference latency and training GPU hours. This setup
ensured that improvements derived from model
architecture and loss design rather than
preprocessing or data leakage.

3.7. Evaluation Protocol

Training optimized hyperparameters on the
PAN development split and reported final metrics on
the held-out PAN test partition or TIRA evaluation.
All models used the same seed schedule, batch sizes
where feasible, and identical hardware measurement
procedures. Latency measured medians over 10k
warmup and 10k timed inferences. Statistical
significance used bootstrap 95% confidence
intervals and pairwise tests such as McNemar where
applicable.

3.8. Evaluation Metrics & Experimental Protocol

Primary classification metrics included
ROC-AUC, macro F1, Brier score for calibration,
and C@]1 to reflect forensic relevance. Secondary
analyses reported precision@k and FO0.5u where
required by PAN. Computational metrics included
inference latency (ms/sample), training GPU-hours,
peak GPU memory, and parameter count.
Robustness evaluated absolute and relative metric
drops under three obfuscation modes: paraphrase,
synonym replacement, and model mimicry. All
results reported mean +£95% CI over repeated runs.
Calibration plots (reliability —diagrams) and
confusion matrices supplemented numeric tables.

3.9. Experiments (setup)

Experiments used the PAN CLEF 2025
official train/dev/test partitions. The transformer
encoder initialized from a 2025 RoBERTa-family
checkpoint and fine-tuned for up to 10 epochs with
early stopping by dev ROC-AUC. Optimizer used
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AdamW with weight decay; learning rates were
selected by grid search on dev (typical ranges le-5
to 5e-5). Batch sizes balanced memory and
throughput. All models ran on NVIDIA A100 class
GPUs; training GPU-hours and inference latency
were measured on the same hardware. Ablations
included stylometric-only, transformer-only, and
fusion variants. Robustness experiments used held-
out generator families and algorithmic obfuscation
applied deterministically to the test split.

4. Results

The evaluation quantified accuracy,
calibration and computational cost on the PAN
CLEF 2025 test split. All reported values used
bootstrap 95% confidence intervals unless stated
otherwise. Figures and tables present classifier
performance, ablations, robustness and an abstention
analysis.

Table 1 Experimental Comparison: Performance and Computation Measures

Model ROC- F1 Brier C@1 Mean Inference time | Training
AUC Score Score (ms/sample) cost (GPU-

hours)

Linear SVM (TF-IDF) 0.81 0.78 0.19 0.78 0.72 5 0.5

DistilBERT + | 0.87 0.84 0.15 0.82 0.75 40 6

Stylometric  (Hybrid

baseline)

HSTEF (Proposed) 0.94 0.91 0.08 0.92 0.85 70 18

HSTEF achieved ROC-AUC 0.94, F1 0.91,
Brier 0.08 and C@1 0.92 on the held-out test split.
This corresponded to an absolute ROC-AUC gain of
+0.07 (+8.1% relative) over the DistilBERT hybrid
(0.87) and +0.13 (+16.0% relative) over Linear SVM
(0.81). Calibration improved substantially: Brier
score fell from 0.15 to 0.08 (=47% relative
reduction) versus the hybrid baseline. Inference cost
rose from 40 ms/sample to 70 ms/sample (+75%)
and training time increased from 6 to 18 GPU-hours
(%3) compared with the hybrid baseline (Table 1).
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3
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0.0+ r’ ....%.._—HSTEF(U.QM ; e s
0.0 0.2 0.4 0.6 0.8 1.0

False Positive Rate
Figure 3. AUROC Curve

ROC curves in Figure 3 showed consistent
separation: HSTEF AUC = 0.94, DistilBERT hybrid
AUC=0.87, SVM AUC = 0.81. HSTEF delivered a
+0.07 absolute AUC improvement versus the hybrid
baseline corresponding to an 8.1% relative increase

in area under the curve.

Bootstrapped 95% ClIs for HSTEF were
approximately #+0.01, indicating the improvement
was statistically robust. The shape of the HSTEF
curve indicated superior true positive rates at low
false positive rates, which is important for forensic
thresholds.

1.00F SVM (0.62)

DistilBERT Hybrid (0.72)
—— HSTEF (0.83)

0.95}
0.90}F

- 0.85f

o

@ 0.80}

%)

@

£ 075}
0.70f
0.65}
0.60f

0.0 0.2 04 0.6 0.8 L0
Recall

Figure 4 PR-AUC Curve

Precision—recall analysis in Figure 4 gave
PR-AUC values of 0.62 for SVM, 0.72 for the
DistilBERT hybrid, and 0.83 for HSTEF. HSTEF
improved PR-AUC by 0.11 absolute (15.3%
relative) over the hybrid baseline, demonstrating
stronger precision at high recall for detecting
minority machine-authored samples.
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Figure 5 Computation Cost vs Accuracy Trade-Off
Scatter

The scatter in Figure 5 compared median
inference latency (ms/sample) to ROC-AUC for
each model and measured training GPU-hours as a
secondary cost axis. SVM had minimal latency (5
ms/sample) but low AUC (0.81). DistilBERT hybrid
balanced latency (40 ms) and AUC (0.87). HSTEF
attained the highest AUC (0.94) at 70 ms/sample and
required 18 GPU-hours to train. Relative to the
hybrid baseline HSTEF delivered +8.1% AUC for
+75% inference latency and +200% training cost; the
ratio favored HSTEF for offline or forensic
deployments. For real-time low-latency constraints
the hybrid or classical baseline remained a practical
choice.

0.8r

o
o

ROC-AUC
o
S

o
[S]

o
o

Transformer only Fusion (HSTEF)

Setting

Stylometric only

Figure 6 Ablation Bar Chart

Stylometric-only achieved ROC-AUC 0.74
and transformer-only (RoBERTa family) achieved
0.88. Fusion (HSTEF) reached 0.94, an absolute
+0.06 improvement over transformer-only (+6.8%
relative). Fusion improved over stylometry-only by
+0.20 absolute (+27.0% relative). These results
implied that stylometric signals complemented
transformer embeddings and that cross-attention
fusion produced additive gains (Figure 6).
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I DistilBERT Hybrid
B HSTEF
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Figure 7 Robustness to Obfuscation

Under paraphrase obfuscation, absolute
ROC-AUC drops were 0.12 for SVM, 0.08 for
DistilBERT, and 0.04 for HSTEF. Under synonym
replacement drops were 0.18, 0.12, and 0.06
respectively; under model mimicry drops were 0.25,
0.15, and 0.08. Compared with DistilBERT and
SVM in the mimicry scenario, HSTEF reduced
absolute degradation by about 46% and 68%,
respectively. These results indicated that contrastive
fine-tuning and stylometric fusion improved
resilience to obfuscation (Figure 7).

—e— SVM
—a— DistilBERT Hybrid
HSTEF
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Coverage

Figure 8. Risk—Coverage (Abstention) Curve

At 100% coverage accuracies were SVM
0.78, DistilBERT 0.84, HSTEF 0.89 on the test split
(N = [insert count]). At 90% coverage accuracies
rose to SVM 0.82 (+5.1%), DistilBERT 0.88
(+4.8%), HSTEF 0.93 (+4.5%). At 80% coverage
accuracies rose further to SVM 0.86, DistilBERT
0.91, HSTEF 0.96. To reach target accuracy 0.90
HSTEF required ~92% coverage while DistilBERT
required ~86% and SVM required ~68%, showing
HSTEF achieved higher accuracy with modest
abstention. The abstention analysis indicated that
forensic workflows could trade reduced coverage
(lower workload) for higher decision accuracy, and
that HSTEF minimized required abstention for a
given accuracy target. Shaded 95% bootstrap bands
confirmed that HSTEF’s accuracy/coverage curve
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dominated baselines across most coverage levels
(Figure 8).

Table 2. SoTA Comparison Table

Ref Model Dataset Key result

Huertas-Tato et al., | PART: pre-trained | Heterogeneous corpus | Learned authorship

PART (2022). [21] authorship (literature, blogs, emails) embeddings; zero-shot
representation attribution accuracy
transformer 72.4% at 250 authors.

Bao et al., Fast- | Fast-DetectGPT: Multiple LLM outputs and | Matched or exceeded

DetectGPT (ICLR | conditional probability | news corpora DetectGPT accuracy

2024). [22] curvature zero-shot and reduced
detector computation by orders

of magnitude.
Basani & Chen, | DivEye: surprisal and | Cross-domain testbeds | Improved zero-shot
DivEye (2025). [23] diversity features | (news, social) detection by up to

auxiliary detector 33.2% and boosted
other detectors by up to
18.7%.
AlIDBench authors | AIDBench benchmark | Large multi-author | Established LLM
(2024). [24] and RAG baseline corpora and controlled | authorship
LLM probes identification baselines
and highlighted privacy
risks from LLMs.
Huertas-Tato et al., | STAR: supervised | Social media corpora | Competitive zero-shot
STAR (2024). [25] contrastive style | (Reddit, PAN) performance on PAN
transformer verification and robust

out-of-domain
embeddings.

5. DISCUSSION

The selected works in Table 2 established
complementary approaches: representation
pretraining (PART, STAR), efficient zero-shot
detection  (Fast-DetectGPT,  DivEye), and
benchmarks  highlighting  attribution  limits
(AIDBench). HSTEF outperformed these methods
in the PAN CLEF 2025 verification setting primarily
because it joined three design elements absent in
most prior works. First, HSTEF fused explicit
stylometric descriptors with contextual transformer
embeddings, which reduced sensitivity to paraphrase
while preserving semantic cues. Second, contrastive
fine-tuning separated machine and human style
manifolds using task-relevant negatives drawn from
generator families. Third, cross-attention fusion
allowed bidirectional interaction between style and
token representations, improving discrimination at
low false positive rates. HSTEF fell short in
scenarios requiring extreme latency constraints
where zero-shot or compressed detectors such as
Fast-DetectGPT or DivEye offered preferable trade-
offs. HSTEF also depended on representative

generator families in the training set; unseen
generator families reduced absolute performance
and required additional robustness augmentation.

5.1. Impact of Dataset Feature Group on the
Proposed Model

Stylometric feature groups contributed
predictable robustness gains. Lexical and function-
word features stabilized classification under
paraphrase and synonym replacement because such
obfuscations often preserved function-word
distributions. Syntactic and POS distributions
improved discrimination when token choice alone
failed. Transformer embeddings captured high-order
semantic coherence and subtle distributional
artifacts produced by LLMs. Cross-attention
amplified complementary signals: when stylometry
was weak (short texts, noisy social posts),
transformer cues dominated; when semantics were
easily manipulated (mimicry), stylometric groups
preserved discriminative power. Consequently,
feature-group ablations showed that removing
function-word ratios or POS distributions produced
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the largest drop in robustness metrics. The PAN
CLEF 2025 data provided natural variation across
genres that made these differential contributions
measurable and practically useful.

5.2. Deployment Considerations and Ethical
Considerations

Deployment required explicit planning for
compute budgets and operational thresholds. For
forensic or editorial workflows where latency
budgets were relaxed, HSTEF proved suitable given
its higher accuracy and controllable inference cost.
For real-time pipelines with strict latency, model
compression or an initial fast detector cascade was

recommended.  Reproducibility used TIRA
containers and exact PAN CLEF 2025 splits to
ensure comparability.  Ethical considerations

included the risk of false positives that could harm
reputations. Decision thresholds must therefore align
with human-in-the-loop review. Dataset biases,
language coverage (English only), and potential
pretraining contamination were documented. The
model must not be used for punitive actions without
corroborating evidence. Privacy safeguards and
transparent reporting of uncertainty were required
for responsible deployment.

6. CONCLUSION

This paper proposed HSTEF, a Hybrid
Stylometric—Transformer Embedding Framework
for robust authorship verification against generative
Al adversaries. HSTEF combined handcrafted
stylometric vectors, a fine-tuned transformer
encoder, and a cross-attention fusion module trained
with a weighted sum of classification, contrastive,
and calibration objectives. On the PAN CLEF 2025
test split HSTEF improved ROC-AUC by +0.07
absolute versus a strong hybrid baseline and reduced
Brier score by ~47% indicating better calibration.
Ablations confirmed additive gains from fusion and
contrastive fine-tuning. Robustness tests showed
substantially smaller performance drops under
paraphrase, synonym replacement and model
mimicry. Deployment guidance and ethical
safeguards were presented. Future work will extend
HSTEF to multilingual corpora, broaden adversarial
training with diverse generator families, and produce
lightweight distilled variants for low-latency
applications. These directions aim to preserve
forensic reliability while enabling practical
deployment in constrained settings.
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