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ABSTRACT 
 
Autism Spectrum Disorder (ASD) prediction remains a major challenge due to behavioural heterogeneity, 
data imbalance, and the absence of stable cues across age groups. Existing studies have relied on conventional 
classifiers or deep learning models that either fail to capture sequential dependencies in screening data or 
suffer from instability caused by noisy, incomplete, and imbalanced records. This gap highlights the lack of 
constraint-aware models that can both generalize and provide reliable decision confidence for early ASD 
detection. To address this, the present work introduces a Lagrangian optimization-based Deep Q-Network 
(LO-DQN), a novel reinforcement learning framework that embeds constraint-driven mechanisms entropy 
regularization, replay prioritization, Q-value bias suppression, and target synchronization. This design 
ensures stability in learning from diverse behavioural datasets and reduces the risks of overestimation and 
premature convergence common in existing methods. The study contributes new knowledge by 
demonstrating how constraint-guided reinforcement learning can be adapted to ASD screening contexts. 
Experimental results on structured, non-imaging datasets show improved classification performance and 
stability across varied diagnostic profiles. The findings establish LO-DQN as a scalable, interpretable, and 
constraint-resilient framework, opening a new pathway for early, low-cost, and clinically relevant ASD 
prediction. 
Keywords: Autism Spectrum Disorder, Screening Dataset, Deep Q-Network, Lagrangian Optimization, 

Behavioural Prediction, Reinforcement Learning 
 
1. INTRODUCTION  

              Autism is a neurodevelopmental 
condition influencing behaviour, cognition, 
communication, and social interaction. It spans a broad 
continuum, commonly referred to as Autism Spectrum 
Disorder (ASD), which includes classical autism, 
Asperger’s syndrome, and Pervasive Developmental 
Disorder–Not Otherwise Specified (PDD-NOS) [1]. 
These subtypes differ in severity and manifestation, 
ranging from mild behavioural inflexibility to 
profound sensory processing issues. While all forms 
share a common thread of social-communicative 
challenges, the diagnostic distinctions are often subtle 
and evolve with developmental context [2]. The 
multidimensional nature of autism, along with its 
spectrum-wide variation, has complicated consistent 
early detection. Behavioural characteristics may 
overlap or fluctuate, necessitating more adaptive 
computational frameworks capable of learning from 
such diversity without overfitting to any single 
expression of the disorder [3]. 

 

ASD affects individuals across all age groups, 
yet diagnosis timing and accuracy vary widely. In 
toddlers, atypical behaviours may go unnoticed or be 
dismissed as delayed development. School-aged 
children might display social withdrawal, learning 
difficulties, or uncharacteristic rigidity, which are 
frequently misclassified [4]. Adolescents can mask 
symptoms, especially in cases with higher functional 
coping, while adults often remain undiagnosed until 
later stages, misattributing difficulties to general 
anxiety or personality differences [5]. Co-occurring 
conditions such as ADHD, language disorders, or 
cognitive delays can further obscure diagnosis. These 
challenges increase the need for models that adapt 
across age-specific symptom profiles [6], [7]. The 
dynamic behavioural evolution across life stages 
requires computational tools that interpret subtle cues 
from limited inputs and offer consistent predictions 
regardless of age, cultural background, or comorbidity 
burden [8]. 
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Datasets used for ASD prediction commonly 
fall into two categories: imaging-based and non-
imaging-based. Imaging datasets such as fMRI or EEG 
provide detailed neural mappings but require costly 
equipment, clinical protocols, and specialized analysis 
[9]. In contrast, screening datasets contain structured 
questionnaire responses, clinician assessments, or 
caregiver-reported behaviour traits. These non-
imaging datasets are easier to acquire, less invasive, 
and scalable across populations, making them highly 
practical for large-scale studies and early community-
based screenings [10], [11]. This research focuses on 
screening datasets not only for their accessibility but 
also for their real-world applicability in low-resource 
environments [12]. Despite their strengths, these 
datasets pose challenges like inconsistency, 
subjectivity, missing values, and limited temporal 
depth, which demand robust models that can 
generalize well under data noise and ambiguity, 
especially across varying diagnostic stages and 
demographic groups [13]. 

 
Deep learning has played an increasingly 

prominent role in predicting Autism Spectrum 
Disorder by modeling complex, nonlinear interactions 
across behavioural data [14]. Techniques such as 
convolutional, recurrent, and attention-based 
architectures can identify latent diagnostic signals 
even when direct indicators are subtle or masked. 
These models automatically extract hierarchical 
feature representations, outperforming traditional rule-
based systems in classifying developmental patterns 
[15]. Probabilistic approaches complement deep 
learning by embedding uncertainty handling into 
prediction processes. Bayesian frameworks, entropy-
based policies, and constraint-driven optimization 
offer better control over model calibration, 
interpretability, and robustness [16], [17]. This 
becomes particularly important when working with 
datasets that include subjective behavioural inputs, 
class imbalances, or incomplete records. These 
paradigms support more adaptive and generalizable 
models capable of learning diagnostic profiles across 
age groups, cultural settings, and comorbid 
presentations. They are particularly well-suited for 
real-world ASD prediction tasks using behavioural and 
developmental data [18]. 

 
To maintain clarity of scope, this work is 

delimited to non-imaging, screening-based datasets of 
ASD. The study is confined to modelling 
questionnaire-derived behavioural traits and does not 
extend to imaging modalities, therapeutic design, or 
longitudinal tracking. The focus lies exclusively on the 

design and evaluation of the Lagrangian Optimization-
based Deep Q-Network for classification. Limitations 
include dependence on caregiver or clinician reported 
responses, inherent class imbalance in the dataset, and 
lack of validation across culturally diverse cohorts. 
These delimitations ensure the contribution remains 
precise while acknowledging areas not covered. 

Bio-inspired optimization imitates strategies 
from natural processes such as evolution, swarm 
intelligence, and ecological adaptation to solve 
complex optimization problems. These approaches are 
population-based, adaptive, and capable of balancing 
exploration and exploitation in nonlinear and uncertain 
environments. Their robustness and scalability make 
them widely applicable across domains including 
healthcare, engineering, and data science, where 
conventional optimization often fails to handle 
complexity or uncertainty effectively. 

 
1.1. Problem Statement 

ASD presents a multifaceted diagnostic 
challenge shaped by heterogeneous behavioural 
patterns, comorbidities, and age-dependent symptom 
drift. Non-imaging screening datasets, though 
accessible and scalable, often contain sequential 
dependencies, incomplete records, inconsistent 
formats, and context-sensitive noise—conditions that 
complicate predictive learning. Diagnostic indicators 
vary widely across age groups, requiring models to 
generalize over evolving behavioural expressions. The 
inherent class imbalance, where ASD-positive 
instances are under-represented, further disrupts 
learning dynamics and misguides decision boundaries. 
Temporal inconsistencies and inter-feature 
correlations further obscure the detection of stable 
diagnostic cues, increasing the risk of misleading 
model convergence. Conventional models lack 
mechanisms to handle such variability, often leading 
to overfitting, unstable training behaviour, or 
miscalibrated outputs. In high-stakes domains like 
ASD detection, where clinical decisions rely on model 
trust, the absence of decision confidence and 
interpretability compounds the problem. The core 
challenge lies in building a stable, constraint-aware 
predictive system that accommodates diagnostic 
ambiguity, behavioural drift, and uncertainty while 
learning from limited, noisy, and imbalanced 
screening data. 

 
1.2. Justification for the Study 

The need for this study arises from the 
limitations observed in existing ASD prediction 
models. Current approaches often overlook the 
sequential and context-dependent nature of screening 
data, relying on static features that cannot capture 
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evolving behavioural cues. Many deep learning 
models exhibit instability in the presence of class 
imbalance, incomplete records, or noisy responses, 
leading to inconsistent diagnostic outcomes. The 
absence of mechanisms to control bias, calibrate 
confidence, or preserve interpretability reduces their 
utility in high-stakes clinical settings. Given the 
growing global prevalence of ASD and the persistent 
delays in diagnosis, there is a critical requirement for 
predictive systems that are robust, constraint-aware, 
and applicable in real-world environments. The 
proposed Lagrangian optimization-based Deep Q-
Network directly addresses this requirement by 
embedding stability-focused constraints within 
reinforcement learning, ensuring that predictions are 
both accurate and trustworthy. This framework not 
only fills a methodological gap in current literature but 
also aligns with the practical necessity of scalable, 
low-cost, and clinically interpretable tools for early 
ASD screening. 

 
1.3. Objective 

This research aims to develop a constraint-
driven learning framework capable of accurately 
predicting ASD from non-imaging screening datasets 
that are often incomplete, imbalanced, and 
behaviorally diverse. The proposed methodology, 
Lagrangian Optimization-based Deep Q-Network 
(LO-DQN), is designed to handle sequential decision 
processes, adapt to behavioural drift across age groups, 
and maintain learning stability in noisy or uncertain 
data. By embedding Lagrangian multipliers into core 
components—such as entropy regularization, replay 
prioritization, Q-value bias control, and target 
synchronization—the model addresses key limitations 
of conventional approaches, including overestimation, 
premature convergence, and uncalibrated confidence. 
The framework ensures robust optimization across 
dynamic diagnostic states and enforces policy 
consistency under constraint violations. Performance 
is measured using classification accuracy, validating 
the model’s ability to generalize across varying 
population subgroups while maintaining 
interpretability and diagnostic relevance in cost-
sensitive, real-world ASD screening scenarios. 
 
2. LITERATURE REVIEW 
“Heterogeneous Graph Convolution Network” [19] 
constructs a multi-type graph containing genes, drugs, 
and miRNAs. Nodes differ by biological role, and 
edges represent regulatory or interaction-based 
relationships. A heterogeneous graph convolutional 
network (HGCN) simultaneously learns from node 
features and edge types. Shared GCN layers encode 
common embeddings, while task-specific decoders 

handle gene-level and drug-level predictions. “Dual 
Graph Convolutional Network” [20] handles cross-
site fMRI variability using two graph encoders. Each 
subject’s brain signals are segmented using temporal 
windows and converted into intra-site graphs based on 
demographic or signal similarity. A second encoder 
models inter-site relationships. Dual graph 
convolution layers extract embeddings from local and 
global structures. “Scanpath Trend Analysis 
Framework” [21] processes eye-tracking data 
collected during screen-based visual tasks. Each 
subject’s gaze trajectory is transformed into scanpath 
sequences of ordered fixations and saccades across a 
display. Directional entropy, loop patterns, and 
regression frequency are extracted as statistical 
features. No machine learning model is applied; 
classification is based on threshold rules comparing 
ASD and neurotypical patterns.  
 

“Autoencoder Siamese Neural Network” 
[22] first isolates subcortical brain regions from MRI 
volumes. A 3D autoencoder compresses each volume 
and reconstructs it. Reconstruction loss identifies 
regions with structural deviation. Selected areas are 
encoded into feature vectors and input into a Siamese 
CNN. The twin networks process control and ASD 
samples and contrastive loss guide them to learn a 
distance-based embedding. “Chaotic Butterfly 
Optimization Deep Learning” [23] combines eye-
tracking heatmaps with a deep learning classifier tuned 
using chaotic butterfly optimization. U-Net segments 
visual attention zones, and Inception v3 extracts spatial 
embeddings. The butterfly algorithm, modified with 
chaotic dynamics, optimizes parameters like filter 
depth and learning rate. Optimized feature maps are 
passed into an LSTM that models fixation sequences. 
“Functional Connectivity Correlation Network” [24] 
uses EEG and fMRI data to construct brain 
connectivity matrices through pairwise Pearson 
correlations across defined regions. These matrices are 
vectorized and input into machine learning classifiers, 
such as random forests and logistic regression. 
Multiple brain atlas templates guide node 
segmentation. Ensemble techniques improve 
diagnostic robustness by averaging outputs across 
models trained on different atlases.  

 
“Spherical Video Sequence Miner” [25] 

models behavioural patterns by analyzing user 
interactions and gaze within immersive 360° virtual 
environments. Eye-tracking and navigation logs are 
converted into symbolic behaviour sequences. Markov 
chains model state transitions between actions and 
fixations. Transition matrices and entropy values are 
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derived to quantify predictability and diversity. 
Frequent sequence mining identifies patterns unique to 
each participant group. “Fuzzy Weighted Criteria 
Engine” [26] applies the Fuzzy Delphi Method for 
criteria selection and Fuzzy Weighted Zero-
Inconsistency (FWZIC) to assign importance to each 
attribute. Each clinical observation is evaluated using 
fuzzy membership functions, and weighted fuzzy 
scores are computed for every diagnostic criterion. 
Aggregated outputs are defuzzified and mapped to 
triage levels. “Modified Deep Hourglass Network” 
[27] applies a symmetric hourglass-shaped CNN to 
segment facial features from images for autism 
classification. Input face images are passed through 
encoding layers that downsample and abstract feature 
maps. These are then upsampled with skip connections 
to retain fine-grained spatial details. Each layer refines 
facial representations specific to ASD-associated 
morphological traits. 

 
“Ensemble Learning fMRI Classifier” [28] 

uses functional connectivity matrices derived from 
resting-state fMRI as input features for multiple base 
classifiers—SVM, decision trees, and logistic 
regression. Each model is trained on the exact 
connectivity vector representation. Final predictions 
are computed through weighted averaging of outputs 
from all models. “Adversarial Spatial Temporal 
Learner” [29] processes fMRI data using a feature 
encoder trained to learn site-invariant features. A 
domain discriminator attempts to classify each 
sample’s site origin, while the encoder is trained 
adversarially to confuse it. A classification head learns 
to predict ASD labels. Temporal windows are 
processed using convolutional and recurrent layers, 
preserving sequence order and site-specific variations. 
“EEG Graph Strength Model” [30] converts EEG 
time series into connectivity graphs based on signal 
coherence and correlation. Each graph calculates 
topological properties such as node strength and global 
efficiency. Comparison is made between pre-and post-
treatment sessions, focusing on changes in network 
strength during emotional tasks.   No classifier is 
employed. 

 
“Support Vector Machines (SVM)” [31] 

explore an autism prediction system that processes 
structured screening questionnaire responses by 
applying dimensionality reduction through Pearson 
correlation and information gain. The selected 
attributes are classified using kernel-based SVM, 
which formulates high-margin hyperplanes specific to 
toddlers, children, and adults. Model training adapts to 
nonlinear boundaries using radial basis or polynomial 

functions, tuned per dataset to reflect age-specific 
response distributions. “Big Data and Machine 
Learning-based Medical Data Classification (BDML-
MDCASD)” [32] explores a feature-to-decision 
mapping pipeline built on three functional layers. First, 
ISSA-FS evaluates the fitness of each feature using 
distance and glide-based search behaviour. These 
features are encoded via an Autoencoder that 
reconstructs key behavioural traits into compact 
vectors. Using its probabilistic movement logic, BOA 
guides the classification model to converge on optimal 
boundaries. MapReduce orchestrates the end-to-end 
data handling for high-volume execution. 

 
Bio-inspired optimization is applied in 

different research like networking, mining, decision 
mining to achieve the expected best result [33]-[45]. 
 
2.1. Literature Connection 

Existing studies on ASD prediction have 
advanced through diverse modelling strategies, 
ranging from classical classifiers such as Support 
Vector Machines to hybrid deep learning frameworks 
combining feature selection, autoencoders, and 
optimization techniques. While these works have 
improved accuracy in controlled settings, they share 
notable gaps: most neglect the sequential decision-
making nature of screening data, few address class 
imbalance or noisy inputs with stability-focused 
mechanisms, and interpretability or decision 
confidence is often absent. These limitations highlight 
that current approaches remain fragile in real-world 
screening contexts, where behavioural data are 
inconsistent, subjective, and temporally dynamic. The 
present study builds directly on this critique by 
introducing a constraint-driven reinforcement learning 
framework the Lagrangian optimization-based Deep 
Q-Network which responds to the gaps by embedding 
entropy control, replay prioritization, bias suppression, 
and target synchronization. This connection ensures 
that the proposed work is not an isolated contribution 
but a direct progression from the strengths and 
shortcomings identified in the literature. 
 
2.2. Research Questions 

From the critique of prior works, the 
following research questions emerge: 
 How can screening-based ASD datasets, which 

are often noisy, imbalanced, and inconsistent, be 
effectively modelled without overfitting or loss of 
generalisability? 

 What role can Lagrangian-driven constraints play 
in stabilising reinforcement learning and 
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improving interpretability for ASD classification 
tasks? 

 Can a Deep Q-Network framework optimised 
with Lagrangian multipliers achieve reliable 
performance across diverse behavioural profiles 
and age groups in real-world screening contexts? 

3. PROPOSED METHODOLOGY 
The proposed methodology is grounded in a 

Deep Q-Learning architecture structured to model 
sequential classification behaviour for ASD screening 
tasks. At its core, the approach leverages a Deep Q-
Network (DQN) to approximate state-action values 
derived from structured behavioural inputs. To ensure 
stable and context-aware policy refinement, the 
architecture incorporates Lagrangian Optimization, 
allowing the system to embed domain constraints 
directly into the learning process. The model preserves 
adaptability under ambiguous diagnostic signals by 
regulating temporal-difference updates, prioritizing 
uncertainty-weighted transitions, and maintaining 
entropy-guided exploration. The integration of Q-
value bias control and constraint-responsive reward 
shaping distinguishes this framework from standard 
reinforcement learning approaches. The following 
sections detail the step-wise design of the proposed 
Lagrangian Optimization-based Deep Q-Network 
(LO-DQN), outlining how each component 
contributes to constraint-aligned decision refinement 
within a high-stakes behavioural classification setting. 

 
3.1. Initialize Lagrangian Experience Replay 
Memory 

In the context of ASD screening dataset 
analysis, state transitions reflect diagnostic decisions 
influenced by feature-based shifts. Replay memory is 
formed using tuples that retain historical classification 
contexts. Each tuple 𝜒௜ = (𝑠௜ , 𝑎௜ , 𝑟௜ , 𝑠௜ାଵ) is tagged 
with a numerical importance score derived from 
decision volatility. Replay memory initialization 
ensures the storage mechanism supports stochastic 
backtracking through decision traces, preserving 
classification granularity. 
 

The Lagrangian reinforcement process 
demands selective memory emphasis. To capture 
meaningful screening transitions, a buffer is 
configured with an adaptive sampling coefficient 
governed by a multiplier 𝜆ଵ. This multiplier calibrates 
selection priority across tuples that demonstrate 
uncertainty, high entropy, or classification infidelity. 
The entropy indicator 𝜉௜ is derived by evaluating the 
divergence between predictive states over diagnostic 
steps. This weighting prepares the ground for 

prioritized learning under a constraint influence. A 
normalized weighting function for sampling control 
across the buffer is computed as: 

𝜑௜ =
(𝜉௜ + 𝜍)ఒభ

∑ (𝜉௜ + 𝜍)ఒభே
௝ୀଵ

 (1) 

where 𝜉௜ denotes the absolute classification instability 

for sample 𝑖, 𝜆ଵ acts as the Lagrangian-controlled 

exponent, 𝜁 is a stabilizing margin to avoid division 

collapse, and 𝑁 denotes the current buffer size. 
 

An unregulated memory system may over-
represent trivial classification shifts. A Lagrangian 
formulation ensures a penalty-based stabilization that 
discourages repetitive learning on low-impact 
transitions. The replay memory incorporates an 
optimization penalty term designed to bind memory 
dominance’s growth by stable states. This objective 
ensures temporal diversity within stored screening 
records and inhibits deterministic replay cycles. The 
penalty is enforced by computing a controlled 
regularization term across memory priority shifts as: 

𝜓 = ෍ ฬ𝑙𝑜𝑔 ൬
𝜑௜

𝜑ത
൰ฬ

ఎ

∙ 𝜆ଵ

ே

௜ୀଵ

 (2) 

 
where 𝜑തrepresents the geometric mean of all 

normalized weights 𝜑௜ , 𝜂 is a sensitivity index 

controlling the growth curve, and 𝜆ଵ is retained as the 
Lagrangian influence term across experience 
discrepancies. 
 

In ASD screening datasets, the volume of 
transitions grows with sample entropy. An unbounded 
buffer leads to computational saturation, eroding 
generalization quality. The memory controller 
dynamically prunes transitions using a threshold 
margin constrained by a penalty envelope derived from 
Lagrangian constraints. The Lagrangian architecture 
enforces maximum memory size 𝛤, removing records 
whose contribution falls below a dual-decay threshold. 
The memory reduction function applies an upper-
bound enforcement as: 

 

𝑀 = ൜𝜒௜ ∈ 𝐷 ฬ𝜑௜ > 𝜆ଵ
ିఊ

∙
0

𝛤
ൠ (3) 

 
    where 𝑀 defines the resulting pruned memory, 𝛤 is 

the maximum allowable memory size, 𝛾 controls the 
aggression of pruning relative to Lagrangian weight, 
and 𝐷 denotes the whole experience set. 
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The Lagrangian multiplier 𝜆ଵ evolves based 
on feedback from replay diversity and the convergence 
of the screening decision process. The value update 
occurs through a feedback-driven multiplicative 
schedule that responds to classification entropy drops 
across repeated memory cycles. This allows 
suppression of over-prioritization and helps retain 
class balance in the replay stream. The adaptive decay 
of the multiplier is defined through an exponential 
smoothing formulation: 

𝜆ଵ
(௧ାଵ)

= 𝜆ଵ
(௧)

∙ ൬1 − 𝛽 ∙
∆௘௡௧௥௢௣௬

𝑙𝑜𝑔(𝑁 + 1)
൰ (4) 

where 𝜆ଵ
(௧)

 is the multiplier at replay time 𝑡, 𝛽 is the 

learning regulation factor, and ∆௘௡௧௥௢௣௬ captures 
entropy reduction across classification outputs 
between episodes. 
 

The replay buffer initialization aligns with 
screening attribute volatility. Each sample’s feature 
space distribution is compared with posterior 
classification probabilities to construct an uncertainty 
signature. This signature influences the replay 
insertion priority, acting as the seeding gradient for 
experience sampling. Using a Lagrangian-informed 
uncertainty index, the insertion control structure 
becomes optimally tuned to reflect early disorder in 
diagnostic interpretations. The initial uncertainty 
projection is defined by: 

𝜔௜ = 𝜆ଵ ∙ ෍ห𝑓௜,௞ − 𝑝̂௜,௞ห
ଶ

ௗ

௞ୀଵ

 (5) 

where 𝑓௜,௞ denotes the 𝑘-th screening feature, for 

instance 𝑖, 𝑝̂௜,௞ reflects the estimated class  probability 

for that feature, and 𝑑 represents the dimensionality of 
the screening dataset. The squared deviation, scaled by 
the multiplier 𝜆ଵ, encodes the entropy-aware sample 
uncertainty. 
 
3.2. Initialize Networks and Lagrangian 

Parameters 
For ASD screening datasets consisting of 

structured questionnaire features, the Q-network is 
modeled to approximate state-action values over 
discrete decision outcomes. The input vector represents 
a fixed-length set of feature values derived from the 
screening data. At the same time, the output layer 
produces action-value scores for each possible decision 
path in classification. The internal structure includes 
sequential dense layers with nonlinear activation, 
configured to capture underlying feature sentiment 
embedded in probabilistic responses. A diagnostic score 

map is initialized for action-state pairs using an 
expected parameterization: 

𝑄(𝑠, 𝑎; 𝜃) = 𝑊ଶ ∙ 𝜎(𝑊ଵ ∙ 𝑠 + 𝑏ଵ)
+ 𝑏ଶ 

(6) 

 
where 𝑠 denotes the feature vector (state), 𝑎 is the 
action index, 𝜃 = {𝑊ଵ, 𝑏ଵ, 𝑊ଶ, 𝑏ଶ} represents the 
learnable parameters, and 𝜎 is a nonlinear activation 
function designed to model diagnostic nonlinearity. 

 
A structurally identical but parameter-

isolated target network is initialized to ensure training 
stability under Lagrangian control. The purpose of this 
network is to provide stationary estimates of future 
rewards unaffected by frequent updates. Parameter 
mirroring from the main Q-network to the target is 
deferred and updated via controlled synchronization 
governed by lag dynamics. This allows the system to 
resist over-amplified gradient propagation that may 
arise from volatile screening patterns. The initial 
condition between the target and the leading network 
is maintained as: 

𝜃ି = 𝜃 (7) 

where 𝜃ି is the parameter set of the target network and 
𝜃 denotes the online Q-network parameters. Both 
networks share architecture but do not have a gradient 
flow. 
 

Each constraint imposed on the learning 
process, such as replay prioritization, entropy control, 
bias suppression, and target divergence, is associated 
with a Lagrangian multiplier. These multipliers are 
designed to penalize deviations from constraint 
satisfaction and are initialized to reflect sensitivity to 
violations in early episodes. The initialization scheme 
considers each constraint type’s soft margin and decay 
potential. The four primary multipliers are defined and 
initialized as: 

𝜆௜
(଴)

= 𝛾௜ ∙ 𝑙𝑜𝑔(Ω௜ + 1) for 𝑖 ∈ {1,2,3,4} (8) 

  where 𝜆௜
(଴) represents the initial value of the 

𝑖-th multiplier, 𝛾௜ is the learning 
responsiveness coefficient, and Ω௜  is the 
constraint-specific entropy estimator. 
 

Replay memory bias introduces 
instability if not moderated during model 
initialization. A scaling coefficient for replay 
diversity is initialized to maintain penalty 
consistency based on the entropy difference 
observed between early memory insertions. 
The coefficient balances the tendency to over-
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prioritize noisy transitions in ASD screening 
flows. A dynamic replay divergence 
coefficient is defined as: 

𝛼ௗ௜௩ =
1

ඥ∑ (𝜑௜ − 𝜑ത)ଶ + 𝛿ே
௜ୀଵ

 (9) 
 

where 𝛼ௗ௜௩  controls how strongly replay divergence 
affects the loss. 𝜑௜ are initial sampling weights, 𝜑ത  is 
the average sampling weight, and 𝛿 is a smoothness 
constant that prevents instability during division. 
 

An entropy calibration factor enforces 
minimum exploration diversity across classification 
steps. This factor governs how exploration entropy is 
penalized when the policy converges prematurely to 
one-sided decisions. The regularization begins with a 
substantial penalty that decays with constraint 
satisfaction. This is expressed as: 

𝜖௘௡௧௥௢௣௬ = 𝜆ଷ
(଴)

∙ ൬1 −
𝐻௜௡௜௧

𝑙𝑜𝑔(|𝐴|)
൰ (10) 

where 𝜖௘௡௧௥௢௣௬  measures the deviation from uniform 
policy distribution, 𝐻௜௡௜௧ is the entropy at initialization, 
and ∣ 𝐴 ∣ is the number of classification actions. 
 

An initial bias constraint term is instantiated 
to suppress Q-value overestimation across state 
transitions. This term will later work jointly with value 
correction logic to regulate action-value spikes across 
consistent diagnostic sequences. The Lagrangian 
initialization here ensures that early episodes stay 
within a bounded overconfidence range. The bias term 
penalty is defined as: 

𝜁௕௜௔௦ = 𝜆ସ
(଴)

∙
1

|𝑆|
෍ ቀmax

௔
𝑄(𝑠, 𝑎; 𝜃)

௦∈ௌ

− 𝜇ொቁ
ଶ

 

(11) 

where 𝜁௕௜௔௦ reflects the squared deviation of the Q-
value peaks from the mean 𝜇ொ across all states 𝑆, and 

is scaled by the initial Lagrangian multiplier 𝜆ସ
(଴). 

 
The synchronization of the leading and target 

networks must remain soft and adaptive. A Polyak 
coefficient is introduced to allow interpolation 
between states across episodes. This coefficient is 
initialized considering the potential variance in feature 
trajectories in screening datasets. It is defined as: 

𝜏଴ =
1

1 + 𝑒𝑥𝑝൫−𝜎௙௘௔௧൯
 (12) 

where 𝜏଴ sets the baseline smoothing ratio and 𝜎௙௘௔௧  
denotes the standard deviation of screening feature 
vectors across all initial samples. 
 
3.3. Configure Lagrangian-Aware 
Hyperparameters 

In ASD screening datasets, input features 
often contain subtle diagnostic shifts that require 
sensitive gradient propagation. A scalar learning rate 𝜂 
determines how significantly each parameter update 
responds to the Lagrangian-constrained error function. 
This rate is configured by analyzing the density 
curvature of the classification transition space. Using a 
trace-based gradient monitoring mechanism, the 
learning rate adapts to the dynamics of screening data. 
The baseline learning rate configuration is defined as: 

𝜂 =
𝜌

ට∆௚௥௔ௗ
ଶ + 𝜖

 
(13) 

where 𝜌 represents a learning intensity constant, ∆௚௥௔ௗ  
denotes the magnitude of the classification gradient 
from the previous iteration, and 𝜖 is a smoothing 
constant to prevent numerical instability. 
 

The screening process is episodic, 
progressing through stages that depend on previous 
diagnostic decisions. The discount factor 𝛾 controls the 
influence of future classification rewards over 
immediate outcomes. For non-imaging ASD datasets, 
where transitions between diagnostic phases can be 
subtle, a decayed discount structure is adopted to 
emphasize nearer-term correctness. The adaptive 
discount configuration is given by: 

𝛾 = 1 −
𝛿௔ௗ௝

𝑙𝑜𝑔(𝜈 + 𝑘)
 (14) 

where 𝛿௔ௗ௝ captures adjustment curvature for the 
screening trajectory, 𝜈 is the transition density, and 𝜅 
is a regulatory constant added to prevent log 
divergence. 
 

The temporal alignment between the Q-
network and its target counterpart requires a delicately 
tuned update interval. In Lagrangian-optimized 
learning, target updates must not inject abrupt policy 
shifts. A smoothing interval 𝜁௦௬௡௖  is defined using the 
Lagrangian temporal divergence signal, controlling the 
interpolation between successive weight updates. This 
synchronization rate is mathematically framed as: 

𝜁௦௬௡௖ = 𝜏 ∙ ൬1 +
1

𝜎ఏ

൰
ିଵ

 (15) 

 
where 𝜏 is the Polyak averaging coefficient initialized 
earlier, and 𝜎ఏ represents the parameter variance 
between current and previous target network instances. 
 

Each Lagrangian multiplier 𝜆௜ evolves based 
on penalty margins that quantify constraint violations. 
To regulate the update velocity, a separate penalty 
scaling factor 𝜒௜  is defined per constraint. This 
coefficient helps modulate the sensitivity of 
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Lagrangian feedback to avoid over-compensation 
during early learning episodes. The general penalty 
scaling function is expressed as: 

𝜒௜ = 𝛽௜ ∙ ൬
𝜔௜

𝜔௜ + 𝜃௜

൰ (16) 

where 𝛽௜ is the primary penalty gain for the 𝑖-th 
constraint, 𝜔௜denotes its current constraint violation 
magnitude and 𝜃௜ is a dampening constant used to 
stabilize the response curve. 
 

The entropy term regulating exploration is 
influenced by a temperature parameter 𝑇, which 
dictates the stochasticity of action selection. For 
diagnostic datasets with limited class transitions, high 
initial entropy is favored. As confidence builds, the 
exploration temperature must decay to enforce 
exploitation. A Lagrangian penalty-aware temperature 
schedule is defined to reflect this need for balance. The 
entropy-sensitive temperature evolution follows: 

𝑇௧ାଵ = 𝑇௧ ∙ ൬1 − 𝜆ଷ ∙
𝐻௧ − 𝐻∗

𝐻௧ + 𝜖
൰ (17) 

where 𝑇௧ is the temperature at time 𝑡, 𝐻௧  is the 
current policy entropy, 𝐻∗is the target entropy 
threshold, and 𝜆ଷcontrols the penalty influence on 
the temperature decay. 
 
3.4. Observe the Initial State from the 

Environment 
In ASD prediction using a structured 

screening dataset, the initial state corresponds to the 
feature configuration derived from the earliest 
diagnostic profile presented to the agent. This 
profile includes binary, ordinal, or categorical inputs 
related to behaviour, communication patterns, 
cognitive traits, and parental observations. Each 
feature holds critical weight for early-stage 
classification dynamics. Capturing this state 
requires transforming raw screening entries into a 
structured representation that preserves interaction 
context and inter-feature variability. The encoded 
state vector at initialization is expressed using a 
normalized transformation: 

𝑠଴ = Φ(𝑥଴) = 

൤
𝑥଴,ଵ − 𝜇ଵ

𝜎ଵ

,
𝑥଴,ଶ − 𝜇ଶ

𝜎ଶ

, , … . ,
𝑥଴,ௗ − 𝜇ௗ

𝜎ௗ

, ൨ (18) 

 

 

where, 𝑠଴is the initial observed state, 𝑥଴ is the raw 
feature input, 𝑑 is the dimensionality of the screening 
attributes, and 𝜇௜ , 𝜎௜  are the empirical mean and 
standard deviation of feature 𝑖, respectively. 
 

The observed initial state does not operate in 
isolation but belongs to a temporal index representing 
the diagnostic decision sequence. Each state is time-
tagged to preserve decision order and episode-specific 

tracking. In classification episodes for ASD screening, 
transitions form from sequential policy applications on 
question-based states, necessitating timestamped 
indexing. The diagnostic temporal index for the initial 
observation is given as: 

𝜃௢௕௦
(଴)

= 𝑇(𝑠଴) = 𝑘଴ + 𝛾଴ ∙ 𝕀(𝑥଴ > 𝑥̅) (19) 

 

where 𝜃௢௕௦
(଴)  is the timestamp assigned to the initial 

state, 𝑘଴ is the baseline offset of episode initiation, 𝛾଴is 
a scaling term for early significance, and 𝕀(𝑥଴ > 𝑥̅) is 
an indicator function reflecting elevated diagnostic 
weight compared to the mean response 𝑥̅. 
 

The screening dataset often carries uncertain 
or ambiguous inputs. Each feature is assessed for 
certainty, influencing the initialization dynamics for 
accurate representation. The entropy measure of the 
feature vector at initial observation defines the initial 
certainty profile, which will later guide the Lagrangian 
exploration-temperature decay. The feature-level 
entropy at time zero is computed as: 

𝐻଴ = − ෍ 𝑝௝𝑙𝑜𝑔൫𝑝௝ + 𝜖൯

ௗ

௝ୀଵ

 (20) 

 
where 𝐻଴ is the entropy of the initial feature vector, 𝑝௝ 
is the empirical probability estimate for the occurrence 
of screening trait 𝑗, and 𝜖 is a smoothing constant that 
prevents computational divergence near zero 
probabilities. 
 

Lagrangian learning requires an uncertainty 
regulariser to seed the initial constraint magnitudes. 
This is essential in ASD prediction, where confidence 
in early states directly impacts multiplier 
responsiveness. A diagnostic uncertainty metric is 
formulated as a regulariser that provides foundational 
stability to constraint evolution. This uncertainty 
regulariser is defined as 

 

𝑢଴ =
1

𝑑
෍ ቆ1 − ቤ

𝑥଴,௝ − 𝜇௝

𝜎௝

ቤቇ

ఈௗ

௝ୀଵ

 (21) 

where 𝑢଴ quantifies deviation moderation, 𝛼 is an 
emphasis controller for mild deviations, and other 
parameters retain the same meaning as previously 
defined. This regulariser becomes essential in aligning 
the Lagrangian response with early-stage screening 
variability. 
 

Once the initial state is captured, the 
Environment emits a calibration signal that aligns the 
Lagrangian parameter sensitivity with the observed 
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input entropy and uncertainty. This signal is crucial to 
adapt the LO mechanism dynamically, especially in 
early iterations where small changes in input may 
propagate disproportionately through the network. The 
initialization calibration signal is structured as: 

𝜁଴ = 𝜆௜௡௜௧ ∙ ൬
𝐻଴

𝑢଴ + 𝛿
൰ (22) 

where 𝜁଴ is the initialization signal, 𝜆௜௡௜௧  is a scalar 
Lagrangian base, 𝐻଴ is the entropy from the previous 
heading, 𝑢଴ is the uncertainty from the regulariser, and 
𝛿 is a minor constant preventing division by zero. This 
signal guides the constraint’s responsiveness in 
successive training episodes. 
 
3.5. Entropy-Regularised Action Selection 

In ASD screening tasks, each decision step 
translates into a classification move, where the agent 
must decide on an optimal action given the diagnostic 
state. The Q-values estimated by the leading network 
represent the desirability of each action. An entropy-
regularised stochastic policy is constructed using the 
SoftMax function across the Q-value outputs to avoid 
premature convergence and support exploratory 
screening behaviour. This probabilistic formulation 
respects minor Q-value variations and promotes policy 
flexibility. The action probability distribution is 
constructed as: 

𝜋(𝑎|𝑠) =
𝑒𝑥𝑝 ൬

𝑄(𝑠, 𝑎)
𝑇

൰

∑ 𝑒𝑥𝑝௔ᇲ ൬
𝑄(𝑠, 𝑎ᇱ)

𝑇
൰
 (23) 

where 𝜋(𝑎|𝑠) denotes the probability of selecting 
action 𝑎 in state 𝑠, 𝑄(𝑠, 𝑎) represents the state-action 
value, and 𝑇 is the temperature parameter regulating 
exploration sharpness. 
 

The policy entropy serves as an indicator of 
exploration richness. Higher entropy corresponds to a 
more uniform distribution, suggesting a balanced 
consideration of multiple actions. In contrast, lower 
entropy indicates a deterministic leaning toward a 
particular classification outcome. In the ASD 
screening context, entropy informs the Lagrangian 
feedback mechanism, helping to sustain variability in 
diagnostic exploration across uncertain cases. The 
entropy of the action policy is given by: 

 

𝐻(𝜋(∙ |𝑠)) = − ෍ 𝜋(𝑎|𝑠)

௔∈஺

∙ 𝑙𝑜𝑔(𝜋(𝑎|𝑠) + 𝜖) 
(24) 

where 𝐻(𝜋(∙ |𝑠)) denotes the Shannon entropy for the 
policy at state 𝑠, 𝜖 is a smoothing constant to prevent 
numerical issues in log computation, and 𝐴 is the 
complete action set. 

 
A Lagrangian penalty is imposed when 

entropy drops below a predefined target to ensure that 
exploration remains within desirable bounds. This 
constraint penalizes policies that collapse too early into 
deterministic action patterns. The entropy 
regularization is applied to the loss function using the 
multiplier 𝜆ଷ, which adjusts based on the entropy 
margin violation at each step. 

𝐿௘௡௧௥௢௣௬ = 𝜆ଷ ∙ 𝑚𝑎𝑥൫0, 𝐻∗ − 𝐻(𝜋(∙ |𝑠))൯
ଶ
 (25) 

where, 𝐿௘௡௧௥௢௣௬ penalizes the squared difference 
between the target entropy 𝐻∗ and the current policy 
entropy. The multiplier 𝜆ଷ dynamically reinforces this 
constraint. 
 

Once the policy distribution is computed and 
entropy evaluated, the action for execution is sampled 
stochastically. However, this sampling respects the 
entropy constraints imposed by the Lagrangian system. 
An action selector applies a threshold-based entropy 
gate that adjusts sampling stochasticity to maintain 
exploration even under strong confidence gradients in 
the Q-values. The entropy-gated action selection 
function is represented as: 

𝑎௧ = arg max
௔

[𝜋(𝑎|𝑠) + 𝜉 ∙ 𝑁(0, 𝜎ଶ)] (26) 

where 𝑎௧  denotes the selected action, 𝜋(𝑎|𝑠) is the 
action probability from the SoftMax policy, 𝜉 is the 
entropy-sensitive noise scaling factor, and 𝑁(0, 𝜎ଶ) is 
a Gaussian noise term that modulates the selection 
with Lagrangian-weighted variability. 
 
3.6. Execute Action and Store Td-Based Transition 

In ASD screening environments, executing 
an action represents selecting a classification decision 
based on the current state. The action output influences 
the transition to the next state and the recorded 
diagnostic outcome. Each action alters the 
Environment’s feedback, returning a scalar reward 𝑟௧ 
associated with the correctness, certainty, and 
consistency of the decision. This reward reflects the 
classification alignment with ground-truth assessment 
derived from structured feature patterns. The 
environment interaction model for reward generation 
is expressed as: 

𝑟௧ = 𝜔௖ ∙ 𝕀(𝑎௧ = 𝑎∗) − 𝜔௖

∙ |𝑝(𝑎௧|𝑠௧) − 𝑝̅(𝑎∗|𝑠௧)| 
(27) 

where 𝑟௧ represents the reward at time 𝑡, 𝜔௖ is the 
coefficient for correct classification gain, 𝜔௖ is the 
penalty for probabilistic deviation, 𝕀 is an indicator of 
action accuracy, 𝑝(𝑎௧|𝑠௧) is the SoftMax probability of 
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the selected action, and 𝑝̅(𝑎∗|𝑠௧) is the ideal class 
confidence. 
 

Following action execution, the next state 
𝑠௧ାଵreflects a revised diagnostic view influenced by 
prior classification outcomes. This progression 
simulates a realistic screening sequence, where each 
response alters subsequent interpretations. The 
transition pair (𝑠௧ , 𝑎௧ , 𝑟௧ , 𝑠௧ାଵ) forms the experience 
unit stored in memory. The state change also embodies 
shifts in feature context or meta-information drawn 
from updated screening variables. The forward state 
evolution function is modeled as: 

𝑠௧ାଵ = Ψ(𝑠௧ , 𝑎௧) = 𝑠௧ + ∆௙ ∙ 𝑀(𝑎௧ , 𝑠௧) (28) 

where 𝑠௧ାଵ denotes the next state, ∆௙ is a feature 
modulation vector capturing environment-induced 
variability, and 𝑀(𝑎௧ , 𝑠௧) maps action-induced state 
perturbations within the feature space. 
 

To prioritize meaningful transitions for 
learning, the temporal-difference (TD) error quantifies 
prediction mismatch. This error is central to 
reinforcement signal computation and influences 
replay prioritization in the Lagrangian memory buffer. 
The TD error bridges the difference between 
immediate rewards and expected future gains. The TD 
error under the current policy estimates is defined as: 

𝛿௧ = 𝑟௧ + 𝛾 ∙ max
௔ᇲ

𝑄(𝑠௧ାଵ, 𝑎ᇱ; 𝜃ି)

− 𝑄(𝑠௧ , 𝑎௧; 𝜃) 
(29) 

where 𝛿௧ captures the deviation between target and 
estimated Q-values, 𝛾 is the discount factor for future 
relevance, 𝜃ି represents target network weights, and 𝜃 
denotes the main network weights. 
 

The TD error determines each transition’s 
priority in the replay memory, adjusted through a 
Lagrangian multiplier 𝜆ଵ. This adjustment ensures that 
transitions with significant predictive discrepancy are 
more likely to be sampled during training yet prevents 
bias inflation. The Lagrangian-adjusted priority is 
shaped using a nonlinear formulation sensitive to 
classification tension. The adjusted priority for 
memory storage is formulated as: 

𝑃௧ = (|𝛿௧| + 𝜖௉)ఒభ  (30) 

where 𝑃௧ is the priority weight, 𝜖௉ is a margin to 
maintain numerical stability, and 𝜆ଵgoverns how 
strongly TD error influences transition emphasis. 
 

Once the transition is defined and priority 
established, it is stored in the Lagrangian experience 
replay memory. Transitions are subjected to a filtering 
condition that validates representational diversity and 

penalty satisfaction to maintain constraint balance. 
Only transitions whose entropic trace exceeds a 
storage threshold are admitted, supporting constraint-
driven replay consistency. The buffer update inclusion 
criterion is governed by: 

𝜒௧ = 𝕀(𝐻(𝑠௧) ∙ 𝛿௧ > 𝜁௠௜௡) (31) 

where 𝜒௧  determines whether the transition is stored, 
𝐻(𝑠௧) is the entropy of the state vector, 𝛿௧ is the TD 
error, and 𝜁௠௜௡ is the minimum threshold is adjusted 
based on Lagrangian entropy rules. 
 
3.7. Sample Lagrangian-Weighted Mini-Batch 

from Buffer 
In ASD screening datasets, the diversity and 

relevance of past classification experiences 
significantly influence convergence quality. 
Experience replay relies on intelligent recall, where 
each stored transition is sampled not uniformly but 
based on its significance to learning progression. A 
Lagrangian-weighted probability scheme is introduced 
to drive experience recall. This ensures that transitions 
carrying higher classification ambiguity or temporal-
difference volatility receive higher retrieval 
probability during batch construction. The sampling 
probability for a transition 𝑖 is defined as: 

𝑃௜ =
𝑃௜

ఒభ

∑ 𝑃௝
ఒభே

௝ୀଵ

 (32) 

where 𝑃௜represents the normalized probability of 
selecting transition 𝑖, 𝑃௜  is the priority score assigned 
during storage, 𝜆ଵ is the Lagrangian exponent 
controlling focus sharpness, and 𝑁 denotes the total 
transitions in the buffer. 

Sampling transitions with non-uniform 
probabilities introduces estimation bias. Important 
sampling (IS) weights are assigned to each sampled 
transition to correct this. These weights rebalance the 
contribution of each transition to the loss function, 
ensuring that high-priority transitions do not skew the 
learning objective excessively. The Lagrangian-aware 
IS weight smoothens the loss surface while retaining 
prioritization benefits. The IS weight for transition 𝑖 in 
a mini-batch of size 𝑚 is given by: 

𝑤௜ = ൬
1

𝑁 ∙ 𝑃௜

൰
ఉ

 (33) 

where 𝑤௜  denotes the IS weight, 𝑁 is the buffer size, 𝑃௜  
is the sampling probability from the previous 
formulation, and 𝛽 is a bias compensation factor that 
controls the balance between uniformity and 
prioritization. 
 

The IS weights within the mini-batch are 
normalized to ensure numerical stability during 
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optimization. This normalization aligns the influence 
of each sample with the Lagrangian-regularised loss 
function and avoids instability during batch-wise 
updates. The normalized IS weight ensures that sample 
contributions remain bounded, even under high 
entropy or reward shock. The batch-normalized 
weight, for instance, 𝑖 is expressed as: 

𝑤ഥ௜ =
𝑤௜

𝑚𝑎𝑥௞𝑤௞ + 𝜖௪

 (34) 

where 𝑤ഥ௜ is the normalized IS weight, 𝑤௜  is the raw 
importance weight, 𝑚𝑎𝑥௞𝑤௞  is the maximum weight 
in the batch, and 𝜖௪ is a margin added to prevent 
division instability. 
 

Each mini-batch extracted must reflect 
diagnostic diversity. To prevent over-representation of 
similar transitions, an entropy filter is applied. This 
entropy-aware selection checks the contextual distance 
between transitions and retains those contributing 
novelty or variance in feature space. The entropy of a 
mini-batch 𝐵 is computed and compared against a 
diversity baseline to uphold representational richness. 
The batch entropy constraint is enforced using: 

𝐻஻ =
1

𝑚
෍ − ෍ 𝜋௜(𝑎|𝑠௜)

௔

௠

௜ୀଵ

∙ 𝑙𝑜𝑔(𝜋௜(𝑎|𝑠௜) + 𝜖) 

(35) 

where 𝐻஻ is the average entropy across the sampled 
transitions in batch 𝐵, 𝜋௜(𝑎|𝑠௜) denotes the policy 
distribution for sample 𝑖, and 𝜖 is a smoothing factor 
to manage computational regularity. 
 
3.8. Compute Bias-Corrected Q-Targets with 

Lagrangian Constraint 
For ASD screening datasets, predictive 

stability depends on generating accurate Q-value 
targets across episodic transitions. A core problem in 
classical Q-learning is the overestimation of future 
rewards, leading to unstable training, particularly 
when dealing with uncertain classifications or skewed 
samples. The Double Q-learning mechanism 
decouples action selection from target evaluation to 
mitigate this. This separation enhances the integrity of 
value estimation in scenarios where the action space 
aligns with categorical outcomes, such as binary or 
risk-based screening verdicts. The Q-target for each 
transition is computed using: 

𝑦௜

= 𝑟௜ + 𝛾

∙ 𝑄 ቀ𝑠௜ାଵ, 𝑎𝑟𝑔 max
௔

𝑄(𝑠௜ାଵ, 𝑎; 𝜃); 𝜃ିቁ 
(36) 

where 𝑦௜ denotes the target Q-value for transition 𝑖, 𝑟௜ 
is the received reward, 𝛾 is the discount factor from the 
earlier step, 𝜃 is the online network used for action 

selection, and 𝜃ି is the target network used for 
evaluation. 
 

Although Double Q-learning reduces 
overestimation, quantifiable bias may persist across 
updates. This bias is explicitly measured by observing 
divergence between the online and target networks 
over action-value predictions. This divergence, rooted 
in interpretation discrepancies over screening 
transitions, allows the Lagrangian optimizer to impose 
corrective penalties. Such regulation is vital in ASD 
datasets, where marginal feature shifts can misguide 
decision paths. The estimated bias between networks 
is formulated as: 

𝜁௜ = 

ฬmax
௔

𝑄(𝑠௜ାଵ, 𝑎; 𝜃)

− 𝑄 ൬𝑠௜ାଵ, arg max
௔

𝑄(𝑠௜ାଵ, 𝑎; 𝜃); 𝜃ି൰ฬ 

(37) 

 
where 𝜁௜  captures the absolute bias introduced by 
estimating the maximum action value in the online 
network and then reevaluating it through the target 
network. 
 

A dedicated Lagrangian penalty term is 
introduced to constrain excessive bias. This term is 
grounded in the divergence estimate from the previous 
heading and scaled using a dynamic multiplier 𝜆ସ. The 
penalty actively discourages over-optimistic Q-value 
targets and forces smoother approximations over state 
transitions, particularly those characterized by low 
entropy or misleading statistical features in the ASD 
dataset. The penalty term to suppress Q-bias is 
formulated as: 

𝐿௕௜௔௦ = 𝜆ସ ∙ ෍ 𝜁௜
ଶ

௠

௜ୀଵ

 (38) 

 
where 𝐿௕௜௔௦ represents the total loss attributed to 
overestimation, 𝜆ସ is the Lagrangian constraint 
multiplier assigned to bias control, and 𝑚 is the batch 
size. 
 

A temporal smoothing component is applied 
to regularize abrupt jumps in Q-target evolution. This 
mechanism observes the Q-target differences across 
consecutive updates and moderates sharp fluctuations. 
Such smoothing is particularly beneficial in ASD-
based screening classification, where minor variances 
in feature encoding can yield unstable reward shifts. 
The regularised slope also aligns well with the stability 
constraints enforced by Lagrangian optimization. The 
stabilized Q-target is derived using 
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𝑦ො௜ = ൫1 − 𝛼௬൯ ∙ 𝑦௜
௣௥௘௩

+ 𝛼௬ ∙ 𝑦௜  (39) 

where 𝑦ො௜ is the smoothed Q-target, 𝑦௜
௣௥௘௩ is the 

previous target for transition 𝑖, and 𝛼௬ is a smoothing 
factor chosen based on reward volatility profiles in 
earlier episodes. 
 

The final target used for network update 
incorporates both bias correction and smoothing. This 
refined value guides the minimization of the TD loss 
during backpropagation. Integrating bias-aware 
smoothing ensures that the LO-DQN framework 
remains stable throughout convergence, especially in 
environments with nuanced low-class separability and 
screening responses. The Lagrangian-refined target 
value for training is expressed as: 

𝑦෤௜ = 𝑦ො௜ − 𝜆௙ ∙ 𝜁௜  (40) 

where 𝑦෤௜ is the final adjusted Q-target that penalizes 
estimated bias, and 𝜁௜  is reused from the bias 
divergence metric. The term balances future reward 
prediction against constraint adherence. 
 
3.9. Minimize Joint Lagrangian Loss and Update 
Weights 

For ASD prediction environments governed 
by discrete diagnostic states, the core mechanism that 
drives value approximation involves the temporal-
difference (TD) loss. This term reflects the squared 
difference between the predicted Q-value and the 
Lagrangian-refined target within screening datasets, 
where class boundaries may overlap and certain states 
present ambiguous classification features; minimizing 
this term anchors the network in grounded feedback 
derived from the observed reward structure. The TD 
loss across a mini-batch of size 𝑚 is computed as: 

𝐿்஽ =
1

𝑚
෍ 𝑤෥௜ ∙ (𝑄(𝑠௜ , 𝑎௜ ; 𝜃) − 𝑦෤௜)ଶ

௠

௜ୀଵ

 (41) 

where 𝑤෥௜ denotes the normalized importance-sampling 
weight for the 𝑖-th sample, 𝑄(𝑠௜ , 𝑎௜ ; 𝜃) is the predicted 
Q-value, and 𝑦෤௜ is the bias-corrected, smoothed 
Lagrangian Q-target. 
 

An entropy regularization component is 
embedded within the composite loss to ensure decision 
variability and prevent premature convergence to 
deterministic outcomes. In ASD classification 
domains, this maintains exploration during early and 
intermediate learning stages, allowing the agent to 
evaluate multiple classification directions before 
favoring any fixed policy path. The entropy penalty 
discourages collapses into singular classification 

patterns. The entropy-based regulariser is expressed 
as: 

𝐿௘௡௧௥௢௣௬ = 𝜆ଷ ∙
1

𝑚
෍ ቀ𝐻∗ − 𝐻൫𝜋(∙ |𝑠௜)൯ቁ

ଶ
௠

௜ୀଵ

 (42) 

where 𝜆ଷ is the Lagrangian multiplier responsible for 
entropy stabilization, 𝐻∗is the desired entropy level, 
and 𝐻൫𝜋(∙ |𝑠௜)൯ refers to the entropy derived from the 
policy over the 𝑖-th sample’s state. 
 

The learning efficiency of the agent depends 
on how transitions are sampled and weighted. A 
replay-based constraint is embedded into the joint loss 
to amplify the gradient signal from high-impact 
transitions, often aligned with uncertain or high-
entropy states. This constraint introduces a penalty for 
over-representing low-TD transitions, reinforcing 
balanced emphasis. The replay penalty is formulated 
using a logarithmic entropy-variance blend: 

𝐿௥௘௣௟௔௬ = 𝜆ଵ ∙ ෍ ฬ𝑙𝑜𝑔 ൬
𝑃௜

𝑃ത
+ 𝜖൰ฬ

ఊ௠

௜ୀଵ

 (43) 

 
where, 𝜆ଵ is the Lagrangian multiplier for replay 
prioritization, 𝑃௜  is the sampling priority of transition 
𝑖, 𝑃ത is the average priority across the batch, 𝜖 ensures 
stability, and 𝛾 regulates curvature sensitivity. 
 

The Q-bias correction penalty is retained in 
the overall loss structure in line with previous steps. 
This term safeguards the value function from runaway 
estimations and reflects constraint-focused 
optimization in diagnostic prediction. Such penalties 
are essential when screening data containing correlated 
features or redundant patterns. The bias correction 
term is restated with a smoothed parameter scope: 

𝐿௕௜௔௦ = 𝜆ସ ∙
1

𝑚
෍(𝜁௜)ଶ

௠

௜ୀଵ

 (44) 

where 𝜆ସdenotes the Lagrangian coefficient for bias 
suppression and 𝜁௜  quantifies the overestimation error 
for sample 𝑖, computed from the divergence between 
Q-network outputs as previously formulated. 
 

All partial loss components are aggregated 
into a composite joint loss function. This unified 
objective is then used to backpropagate gradients and 
perform weight updates in the Q-network. This 
formulation ensures that learning respects all four 
significant constraints: predictive accuracy (via TD), 
stochasticity (via entropy), diversity (via replay), and 
confidence calibration (via bias control). In ASD 
screening tasks, this consolidated signal is essential for 
reliable convergence. The complete Lagrangian-
augmented loss is defined as: 
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𝐿௅ைି஽ொே = 𝐿்஽ + 𝐿௘௡௧௥௢௣௬ + 𝐿௥௘௣௟௔௬

+ 𝐿௕௜௔௦ 
(45) 

Each term balances precision and 
generalization, informed by its associated Lagrangian 
term, enabling dynamic constraint enforcement 
tailored to each screening context. Once the full loss is 
evaluated, gradient-based optimization updates the 
network parameters. The loss surface shaped by 
Lagrangian penalties creates smoother transitions and 
preserves constraint-aligned convergence. The 
updated weights reflect a compromise between data-
driven prediction improvement and optimization-
guided regularization enforcement. The parameter 
update operation follows: 

𝜃 ← 𝜃 − 𝜂 ∙ ∇ఏ𝐿௅ைି஽ொே (46) 

3.10. Apply Soft Target Network Update Using 
Lagrangian Term 

In ASD screening tasks guided by 
reinforcement learning, network stability becomes 
essential when handling high-variance classification 
sequences. The main Q-network constantly adapts to 
feedback, while the target network maintains stability 
to compute reliable temporal-difference targets. 
Instead of abrupt updates, a soft update mechanism is 
preferred where the target parameters gradually follow 
the leading network’s progression. This delay acts as a 
damping mechanism to control oscillations in learning 
dynamics. The core update rule for soft 
synchronization is governed by: 

𝜃ି ← 𝜏 ∙ 𝜃(1 − 𝜏) ∙ 𝜃ି (47) 

where 𝜃ି represents the parameters of the target Q-
network, 𝜃 refers to the online Q-network, and 𝜏 ∈
(0,1) is the soft update coefficient controlling 
interpolation speed between networks. 
 

Although soft updates provide a baseline for 
temporal consistency, fluctuations may still propagate 
when main network parameters shift rapidly. A 
Lagrangian term is integrated to penalize excessive 
divergence between the two networks. These penalty 
constraints update magnitude and ensure alignment 
within a bounded deviation envelope. Such a control 
mechanism is crucial when the diagnostic decision 
function reacts sharply to feature variations across 
episodic transitions. The regularization penalty is 
defined using a quadratic divergence function: 

𝐿௦௬௡௖ = 𝜆ଶ ∙ ‖𝜃 − 𝜃ି‖ଶ
ଶ (48) 

where 𝐿௦௬௡௖ denotes the synchronization penalty, 𝜆ଶ is 
the Lagrangian multiplier controlling synchronization 
intensity, and ‖∙‖ଶ represents the squared Euclidean 

distance between the online and target parameter 
vectors. 
 

A synchronization drift term is introduced to 
adaptively control the update speed of the target 
network. This term measures the parameter variance 
across recent updates and adjusts the influence of the 
Lagrangian penalty. A higher drift indicates the need 
for more cautious synchronization, especially in non-
imaging datasets where slight variations in discrete 
input features can produce amplified Q-value 
responses. The drift-regulated update adjustment is 
defined as: 

∆௦௬௡௖= 𝛼 ∙
𝑉𝑎𝑟(𝜃)

𝑉𝑎𝑟(𝜃ି) + 𝜖
 (49) 

where ∆௦௬௡௖ quantifies how much the synchronization 
rate should respond to parameter fluctuations, 𝛼 is a 
control gain, and 𝜖 is a constant to avoid instability 
from division. 
 

The standard soft update factor 𝜏 is replaced 
with a modified rate that integrates the drift-adjusted 
control term. This revised coefficient ensures that 
when the online network exhibits erratic changes, the 
target update is slowed down to prevent premature 
propagation of instability. It reflects a more intelligent 
alignment policy grounded in structural regularity and 
Lagrangian optimization. The revised synchronization 
rate is given by: 

𝜏ᇱ =
𝜏

1 + ∆௦௬௡௖

 (50) 

where 𝜏ᇱ becomes the new interpolation coefficient, 
modulated by the variance-driven adjustment term 
∆௦௬௡௖ producing a stable yet responsive target 
alignment scheme. 
 

The actual update to the target network now 
uses this modified rate while simultaneously applying 
the synchronization penalty as part of the 
backpropagation loss function. This dual mechanism 
ensures that direct interpolation and indirect loss-based 
guidance work together to enforce constraint-
preserving learning updates. This approach is 
convenient when learning from noisy, symbolic, or 
tabular structures like those in ASD screening datasets. 
The final update operation is executed as: 

𝜃ି ← 𝜏ᇱ ∙ 𝜃 + (1 − 𝜏ᇱ) ∙ 𝜃ି (51) 

where 𝜃ି represents the final updated target network 
parameters, adjusted using the drift-aware 𝜏ᇱ 
coefficient derived from Lagrangian-informed 
regulation. 
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3.11. Adapt Lagrangian Multipliers with Dual 
Gradient Updates 

In ASD classification tasks driven by 
Lagrangian-based reinforcement learning, each 
constraint violation generates an implicit signal to steer 
the optimization landscape. These constraint 
violations—entropy collapse, Q-bias excess, or over-
sampled transitions—are quantitatively captured and 
used to adapt the associated Lagrangian multipliers. A 
dual optimization scheme is employed, where primal 
Q-learning progresses through loss minimization, and 
the multipliers evolve through gradient ascent to 
maximize constraint satisfaction. This bidirectional 
adaptation balances the forces of exploration, stability, 
and replay fairness. The generic dual ascent rule for 
any multiplier 𝜆௜is given by: 

𝜆௜
(௧ାଵ)

= 𝜆௜
(௧)

+ 𝛽௜ ∙
𝜕𝐿௜

𝜕𝜆௜

 (52) 

 

where 𝜆௜
(௧)denotes the current value of the multiplier, 

𝛽௜ is the step size for multiplier 𝑖, and 
డ௅೔

డఒ೔
  represents 

the gradient of the corresponding constraint loss 
component. 
 

The entropy constraint ensures diagnostic 
diversity and prevents narrow policy convergence 
during training on ASD screening features. When 
policy entropy falls below the target value, the 
corresponding Lagrangian multiplier 𝜆ଷ is 
incrementally increased. This increment discourages 
deterministic classifications too early in the learning 
process, especially in episodic structures where subtle 
variations in the input lead to similar states. The 
entropy-based update for 𝜆ଷis calculated as: 

𝜆ଷ
(௧ାଵ)

= 𝜆ଷ
(௧)

+ 𝛽ଷ ∙ 

൭𝐻∗ −
1

𝑚
෍ 𝐻൫𝜋(∙ |𝑠௜)൯

௠

௜ୀଵ

൱ 
(53) 

 

where 𝜆ଷ
(௧) denotes the current entropy multiplier, 𝛽ଷ is 

the entropy step size, 𝐻∗ is the target entropy threshold, 
and the summation term represents the average entropy 
over the mini-batch. 

The synchronization penalty is updated using 
gradient feedback based on divergence growth to 
maintain bounded deviation between the online and 
target networks. If the squared parameter difference 
exceeds a predefined soft threshold, the 
synchronization multiplier 𝜆ଶis increased 
proportionally. This constrains updates and ensures 
smoother alignment between networks in classification 
domains sensitive to structural shifts. The updated rule 
for 𝜆ଶ under synchronization error is framed as: 

𝜆ଶ
(௧ାଵ)

= 𝜆ଶ
(௧)

+ 𝛽ଶ ∙ ൫‖𝜃 − 𝜃ି‖ଶ
ଶ − 𝛿௦௬௡௖൯ (54) 

where 𝛽ଶ is the synchronization step size, 𝛿௦௬௡௖ 
represents the acceptable divergence tolerance, and the 
squared norm captures the current deviation 
magnitude. 
 

Bias accumulation in target computation 
disrupts convergence, especially when screening data 
produces non-uniform reward feedback. A separate 
multiplier 𝜆ସ governs the penalty imposed on Q-bias. 
As the squared bias 𝜁௜

ଶ increases beyond the safety 
envelope, this multiplier is raised to reinforce its 
corrective role. This keeps the agent from trusting 
exaggerated reward projections in uncertain feature 
spaces. The Lagrangian update for Q-bias regulation 
uses: 

𝜆ସ
(௧ାଵ)

= 𝜆ସ
(௧)

+ 𝛽ସ ∙ ൭
1

𝑚
෍ 𝜁௜

ଶ

௠

௜ୀଵ

− 𝛿௕௜௔௦൱ (55) 

where 𝛿௕௜௔௦ is the bias threshold, 𝛽ସ is the step 
size for the multiplier, and the summation denotes the 
average squared bias across transitions. 

 
3.12. Repeat Until the Optimality Criteria Are Met 

Learning progress in ASD screening 
reinforcement setups is assessed by monitoring how 
the accumulated reward evolves over episodes. This 
reward reflects classification correctness and 
alignment with decision goals, shaped by short-term 
precision and long-term policy effectiveness. To 
quantify such progression, the cumulative reward over 
an episode is computed and compared with a dynamic 
improvement threshold that adapts to policy entropy. 
This thresholding mechanism provides a signal for 
halting when substantial learning plateaus. The 
episodic cumulative reward is expressed as: 

𝑅(௘) = ෍ 𝑟௧ ∙ ቀ1 + 𝜆ଷ ∙ 𝐻൫𝜋(∙ |𝑠௧)൯ቁ

்

௧ୀଵ

 (56) 

 
where 𝑅(௘) denotes the total reward in episode 𝑒, 𝑟௧ is 
the reward at time step 𝑡, 𝜆ଷ is the entropy-constraining 
Lagrangian multiplier, and 𝐻൫𝜋(∙ |𝑠௧)൯ reflects the 
policy entropy at that step, modulating reward 
valuation through exploration influence. 
 

Satisfaction of all four optimization 
constraints—bias suppression, replay weighting, 
entropy preservation, and synchronization—must 
converge toward a predefined equilibrium range. A 
convergence supervisor collects deviation magnitudes 
from each constraint and computes a unified constraint 
satisfaction score. This score is utilized to judge 
whether further gradient updates are necessary or 
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whether the policy has reached a stationary 
approximation consistent with ASD classification 
goals. The constraint satisfaction score is computed 
using: 

Ω =
1

4
(𝜔ଵ + 𝜔ଶ + 𝜔ଷ + 𝜔ସ) 

 
where each 𝜔௜ represents the normalized deviation 
of constraint 𝑖 from its target tolerance, measured 
over a rolling average window. 𝛺 serves as the 
unified control metric that signals convergence 
across the entire LO-DQN architecture. 
 

To formally conclude the optimization 
cycle, two conditions are jointly examined. The first 
is the magnitude of the network gradient, which 
must fall beneath a stabilization floor. The second is 
the flatness of constraint satisfaction score 
variation, indicating that the model no longer 
swings between under- or over-penalization. 
Training is halted only when both criteria are 
satisfied to preserve generalization capacity and 
avoid overfitting diagnostic noise. The dual 
termination condition is structured as: 

∆௦௧௢௣= 𝕀 ൬ฮ∇ఏ𝐿௅ைି஽ொேฮ
ଶ

< 𝜖௚Λ ฬ
𝑑Ω

𝑑𝑡
ฬ

< 𝜖ஐ൰ 
(58) 

 

where ฮ∇ఏ𝐿௅ை ฮ
ଶ
 denotes the gradient norm of the 

total loss, 𝜖௚ is the threshold for learning rate stalling 
and 𝜖ஐ is the acceptable rate of change in constraint 
satisfaction. The indicator 𝕀outputs a logical signal 
indicating whether both stop criteria are met. 
 
3.12. Overall LO-DQN Algorithmic Framework 

The complete working of the LO-DQN model 
is organized into a step-wise structure that reflects how 
decisions evolve from input features to final 
predictions. Each step contributes to a specific 
function, storing critical transitions, selecting 
meaningful actions, and adjusting learning priorities 
based on observed errors. The entire process is 
controlled through Lagrangian multipliers, which keep 
the learning stable even when the data is noisy, 
imbalanced, or uncertain. These multipliers act like 
soft regulators that adjust how much importance is 
given to exploration, network updates, and bias 
correction. The Q-network learns to associate each 
input pattern with a scoring value for possible actions, 
while the target network provides stable reference 
values. The model repeatedly updates its knowledge 
by comparing predicted scores with corrected ones, 
tuning itself slowly with each new batch of data. The 
final goal is to reach a balanced state where predictions 

become consistent, accurate, and less sensitive to rare 
or noisy entries. This structured flow ensures the 
model is accurate and reliable for ASD prediction in 
varied screening conditions. 

 
Algorithm: LO-DQN 

Input: 
 Screening dataset 𝐷 
 Initial Lagrangian multipliers 𝜆ଵ, 𝜆ଶ, 𝜆ଷ, 𝜆ସ 
 Network parameters 𝜃, target parameters 

𝜃ି 
 Learning rate 𝜂, soft update factor 𝜏, batch 

size 𝑚, replay buffer size 𝑁 
 Target entropy 𝐻∗, tolerance thresholds 

𝛿௕௜௔௦ , 𝛿௦௬௡௖, termination thresholds 𝜖௚, 𝜖ஐ 
Output: 

 Optimized policy for ASD classification 
 Final Q-network weights 𝜃 
 Stable Lagrangian multipliers 𝜆ଵ to 𝜆ସ 

Procedure: 
1. Initialize Lagrangian Replay Memory: 

Create a prioritized buffer. Compute initial 
uncertainty and assign priority weights 
using 𝜆ଵ. 

2. Initialize Networks and Multipliers: Set 
up a Q-network and target network with 
the same architecture. Initialize 𝜆ଵ to 𝜆ସ. 

3. Configure Lagrangian-Aware 
Hyperparameters: Define learning rate 
𝜂, discount factor 𝛾, update factor 𝜏, and 
penalty scales 𝜒௜ . 

4. Observe Initial State: Normalise and 
encode the first screening record into state 
𝑠଴. Evaluate its entropy and uncertainty. 

5. Select Action with Entropy-Regularised 
Policy: Use softmax over Q-values with 
temperature 𝑇. Calculate entropy and 
apply exploration penalty using 𝜆ଷ. 

6. Execute Action and Store Transition: 
Act, receive a reward, and compute TD 
error. Store the transition into the replay 
buffer using priority-weighted storage 
logic. 

7. Sample Mini-Batch Using Lagrangian 
Priorities: Sample transitions with 

probabilities proportional to 𝑃௜
ఒభ .Compute 

and normalize importance-sampling 
weights. 

8. Compute Bias-Corrected Q-Targets: 
Apply Double Q-learning to estimate the 
target 𝑦௜ . Penalize bias using 𝜆ସ and 
compute the refined target 𝑦෤௜ . 

9. Minimise Composite Lagrangian Loss: 
Calculate total loss, including TD, entropy, 
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replay, and bias penalties. Update network 
weights using gradient descent. 

10. Soft Update Target Network with 
Constraint Control: Update 𝜃ିusing 
modified interpolation 𝜏ᇱ that integrates 
synchronization penalty via 𝜆ଶ. 

11. Adapt Lagrangian Multipliers: Adjust 
each 𝜆௜ using dual gradient ascent. Use 
feedback from entropy, synchronization, 
and bias violations. 

12. Repeat Until Optimality: Continue 
training until both convergence conditions 
are satisfied: ฮ∇ఏ𝐿௅ைି஽ொேฮ

ଶ
< 𝜖௚ and 

ቚ
ௗஐ

ௗ௧
ቚ < 𝜖ஐ 

 
3.12.1. Advantages of LO-DQN 

The design of the LO-DQN framework offers 
more than just a learning mechanism it creates a 
structured pathway for making consistent decisions 
from complex behavioural data. By treating ASD 
prediction as a sequence of optimized decisions rather 
than a one-step classification, the model adapts to 
subtle changes in individual profiles. The integration 
of constraint-based learning further ensures that the 
model focuses on the most diagnostically relevant 
signals, even in uncertain or imbalanced data 
conditions. This makes the system not only more 
accurate but also more dependable for real-world 
screening scenarios. The significant advantages of LO-
DQN in ASD prediction include: 

 Behavioural Drift Management: Capable 
of adapting to changes in symptom patterns 
across age groups without retraining on 
separate datasets. 

 Noise-Tolerant Transition Learning: 
Focuses on transitions that matter most, even 
when screening responses are incomplete or 
inconsistent. 

 Confidence-Aware Predictions: Produces 
decisions with calibrated confidence, which 
is essential for screening tools in clinical or 
community settings. 

 Fairness Across Imbalanced Classes: 
Reduces the influence of over-represented 
classes, improving detection of underreported 
ASD traits. 

 Stable Policy Refinement: Prevents erratic 
decision updates by softly regulating each 
part of the learning process. 

 
 
 
 
 

Table 1. Difference between DQN and LO-DQN 
Aspect DQN LO-DQN 
Learning 
Regulation 

No explicit 
control over 
instability or 
overfitting 

Lagrangian 
constraints 
regulate 
exploration, bias, 
and update 
stability 

Exploration 
Strategy  

Relies on 
fixed or 
decaying ε-
greedy 
exploration 

Entropy-
regularised action 
selection with 
constraint tuning  

Replay 
Sampling  

Uniform or 
priority-based 
without 
feedback 

Transition 
sampling 
weighted by 
constraint-aware 
TD error 
sensitivity 

Q-Value 
Estimation 
  

Prone to 
overestimatio
n in sparse or 
imbalanced 
data 

Q-targets 
corrected using 
bias-penalized and 
smoothed updates 
  

Suitability 
for ASD 
Screening 

May struggle 
with 
behavioral 
drift and class 
imbalance 

Adapts across age 
groups and 
maintains 
diagnostic 
sensitivity in 
diverse profiles  

 
3.12.2. Difference between DQN and LO-DQN 

Traditional Deep Q-Networks (DQN) have 
succeeded in decision-making tasks by learning 
optimal action policies through state-value estimation. 
However, when applied to ASD screening data—
which is often noisy, imbalanced, and behaviourally 
complex—standard DQNs may suffer from instability, 
overconfidence, or poor generalization. The proposed 
Lagrangian Optimization-based Deep Q-Network 
(LO-DQN) introduces constraint-aware enhancements 
to address these limitations. It embeds domain-specific 
constraints into the learning process, allowing the 
model to adapt more responsibly in uncertain 
environments and deliver consistent predictions 
suitable for diagnostic applications. 

 
4. DATASET 
The Autism Screening Dataset consists of 6075 
anonymized behavioural screening records, developed 
by Dr. Fadi Fayez using the ASDTests mobile 
application (ASDtests.com) to support early autism 
trait screening. It is publicly hosted on Kaggle 
(https://www.kaggle.com/datasets/fabdelja/asd-
screening-data-toddler-child-adoles-adult). The 
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dataset includes structured responses collected with 
ethical approval from four age groups: Toddlers, 
Children, Adolescents, and Adults. Toddlers were 
screened using the Q-CHAT-10 tool, and AQ-10 short-
form questionnaires were used for the remaining 
groups. Each record represents a single screening 
event—completed through observation or self-
report—capturing behavioural indicators associated 
with autism spectrum traits. The dataset is designed to 
support descriptive and predictive research tasks such 
as classification, clustering, and regression. Its 
anonymized and consistent format allows researchers 
to examine population-wide screening outputs without 
clinical identifiers. The presence of multi-age data 
supports cross-sectional analysis, group comparisons, 
and predictive model training. This structured resource 
enables the study of screening pattern variation and 
early behavioural risk signals with clarity and ethical 
transparency. 
 

Table 2. Feature Description 

Feature 
Name 

Description 
Data 

Type / 
Format 

ID System-generated code 
representing a screening 
instance 

Categoric
al 
(Alphanu
meric) 

A1_Scor
e 

First item on the 
behavioural checklist 

Binary 
(Yes/No) 

A2_Scor
e 

Second behavioural 
observation prompt 

Binary 
(Yes/No) 

A3_Scor
e 

Third screening response 
focused on interaction 
cues 

Binary 
(Yes/No) 

A4_Scor
e 

Fourth item assessing 
social reciprocity 

Binary 
(Yes/No) 

A5_Scor
e 

Fifth screening 
component reflecting 
repetitive behaviour 

Binary 
(Yes/No) 

A6_Scor
e 

Sixth behavioural signal 
reported in the session 

Binary 
(Yes/No) 

A7_Scor
e 

Seventh ASD screening 
item 

Binary 
(Yes/No) 

A8_Scor
e 

Eighth question related to 
sensory behaviour 

Binary 
(Yes/No) 

A9_Scor
e 

Ninth recorded response 
linked to routine 
dependence 

Binary 
(Yes/No) 

A10_Sc
ore 

Tenth behavioural 
response in the screening 
sequence 

Binary 
(Yes/No) 

age Age input from the 
respondent 

Numeric 
(Years/Fl
oat) 

gender Gender identity of the 
screened person 

Categoric
al 
(Male/Fe
male) 

ethnicity Self-identified ethnic 
group 

Categoric
al (Text) 

jaundice Early health indicator 
from infancy 

Binary 
(Yes/No) 

family_
mem_wi
th_ASD 

States presence of ASD in 
biological family 

Binary 
(Yes/No) 

who_co
mpleted
_the_test 

Identity of the individual 
who answered the 
questions 

Categoric
al (Text) 

country_
of_res 

Declared country of 
residence 

Categoric
al (Text) 

used_ap
p_before 

Indicates if the tool had 
been accessed previously 

Binary 
(Yes/No) 

result Final result of the ASD 
screening 

Binary 
(Yes/No) 

age_des
c 

Developmental group 
classification (e.g., 
Toddler, Child, Adoles, 
Adult) 

Categoric
al (Fixed 
Labels) 

relation Relationship between the 
respondent and the 
individual assessed 

Categoric
al (Text) 

 
5. RESULTS AND DISCUSSION 

The results are presented to evaluate the 
effectiveness of the proposed LO-DQN model in 
predicting ASD using structured screening data. Each 
performance measure reflects the model’s ability to 
handle behavioural variation, class imbalance, and 
uncertain diagnostic cues. Comparisons are made 
against established baseline methods to highlight 
improvements in both sensitivity and reliability. The 
analysis includes multiple metrics to ensure a well-
rounded understanding of the model's performance in 
real-world screening conditions. Emphasis is placed on 
metrics beyond accuracy to capture nuances in 
minority class detection and decision balance. The 
following subsections provide metric-specific 
interpretations, supported by tabulated values and 
visual comparisons, to explain how well the model 
generalizes across diverse screening profiles and age 
groups. 

 
5.1. Sensitivity Analysis of LO-DQN 

Figure 1 and the corresponding values in 
Table 3 examine sensitivity, which reflects a model’s 
effectiveness in capturing true ASD-positive instances. 
SVM, with a sensitivity of 61.490%, lacks the 
adaptability to behavioural variability, resulting in 
frequent under-identification of affected individuals. 



 Journal of Theoretical and Applied Information Technology 
15th January 2026. Vol.104. No.1 

©   Little Lion Scientific  
 

ISSN: 1992-8645                                                                    www.jatit.org                                                     E-ISSN: 1817-3195 

 

 
261 

 

BDML-MDCASD improves this to 70.023% by 
incorporating feature compression and heuristic 
tuning, yet its architecture remains loosely integrated, 
limiting its ability to focus on complex symptom 
profiles.  

 

 
Figure 1. Sensitivity of LO-DQN against State-of-the-Art 

Classification Algorithms 
 
LO-DQN delivers a marked improvement, reaching 
81.235%, by embedding constraint-aware feedback 
into the learning process. The model actively favours 
transitions associated with diagnostic uncertainty 
through Lagrangian-regulated temporal-difference 
updates. This guided exploration enhances the model’s 
attention to less obvious ASD indicators, strengthening 
its capacity to detect positive cases across diverse 
behavioural datasets. 

 
Table 3. Sensitivity Result of LO-DQN State-of-the-Art 

Classification Algorithms 
Classification Algorithms Sensitivity (%) 

SVM 61.490 
BDML-MDCASD 70.023 

LO-DQN 81.235 
 
5.2. Specificity Analysis of LO-DQN 

Figure 2 and its corresponding data in Table 
4 present specificity values, which reflect a model’s 
precision in identifying non-ASD cases—critical to 
avoiding over-diagnosis. SVM records the lowest 
specificity at 51.934%, primarily due to its inability to 
isolate non-ASD traits from borderline behavioural 
expressions. BDML-MDCASD shows better control at 
68.138%, though its stacked design lacks fine-grained 
regulation, often misclassifying mild or context-
dependent behaviours as positive.  

 

 
  Figure 2. Specificity of LO-DQN against State-of-the-Art 

Classification Algorithms 
 

LO-DQN attains the highest specificity, 
81.771%, by enforcing constraint-sensitive learning 
that tempers the overactivation of decision policies. 
The Lagrangian multipliers moderate policy updates 
when evidence is ambiguous, refining the model’s 
ability to preserve true negatives. This adaptive 
filtering helps LO-DQN reduce false positives while 
maintaining decision clarity across overlapping 
behavioural inputs. 

 
Table 4. Specificity Result of LO-DQN vs State-of-the-Art 

Models 
Classification Algorithms Specificity (%) 

SVM 51.934 
BDML-MDCASD 68.138 

LO-DQN 81.771 
   
     
5.3. Classification Accuracy Analysis of LO-DQN 

Figure 3 and Table 5 display classification 
accuracy, representing the proportion of correctly 
identified ASD and non-ASD cases. SVM achieves 
56.365%, hindered by its reliance on static feature 
boundaries and lack of adaptive decision flow, which 
leads to misclassification in overlapping behavioural 
zones. BDML-MDCASD improves to 69.089% 
through heuristic feature selection and layered 
encoding, but its disconnected optimization pipeline 
fails to fully reconcile context-aware distinctions 
across screening traits.  

 

0

10

20

30

40

50

60

70

80

90

SVM BDML-MDCASD LO-DQN

Se
ns

it
iv

it
y 

(%
)

Classification Algorithms

0

10

20

30

40

50

60

70

80

90

SVM BDML-MDCASD LO-DQN

Sp
ec

if
ic

it
y 

(%
)

Classification Algorithms



 Journal of Theoretical and Applied Information Technology 
15th January 2026. Vol.104. No.1 

©   Little Lion Scientific  
 

ISSN: 1992-8645                                                                    www.jatit.org                                                     E-ISSN: 1817-3195 

 

 
262 

 

 
Figure 3. Classification Accuracy of LO-DQN against 

State-of-the-Art Classifiers 
 

LO-DQN outperforms both, reaching 
81.498% by synchronizing learning dynamics with 
constraint-aligned reward mechanisms. Its 
Lagrangian-regulated architecture systematically 
adjusts the learning path to balance exploration and 
policy reliability, allowing the model to generalize 
accurately across heterogeneously expressed ASD 
symptoms. 

 
Table 5. Accuracy Result of LO-DQN and Competing 

Models 
Classification 
Algorithms 

Classification Accuracy 
(%) 

SVM 56.365 
BDML-MDCASD 69.089 

LO-DQN 81.498 
 
5.4. Matthews Correlation Coefficient Analysis of 
LO-DQN 

Figure 4 and Table 6 present the Matthews 
Correlation Coefficient (MCC), a balanced metric that 
captures the overall quality of binary classification by 
considering all confusion matrix components—
making it especially relevant in ASD datasets with 
class imbalance. SVM yields an MCC of 13.438%, 
highlighting its poor calibration and tendency to favour 
majority class predictions. BDML-MDCASD, at 
38.169%, gains ground through layered processing, 
but its lack of coordinated error feedback leads to an 
unstable correlation between predicted and actual 
outcomes.  

 

 
Figure 4. Matthews Correlation Coefficient of LO-DQN 

against State-of-the-Art Classification Algorithms 
 

LO-DQN achieves a substantial MCC of 62.997% by 
integrating Lagrangian constraints that dynamically 
regulate prediction alignment. The model reinforces 
learning from high-impact transitions while penalizing 
overconfident misclassifications, stabilizing true-
positive and true-negative balance, and producing a 
more diagnostically consistent classification 
trajectory. 
 

Table 6. Matthews Correlation Coefficient Result of LO-
DQN Comparison 

Classification 
Algorithms 

Matthews Correlation 
Coefficient (%) 

SVM 13.438 
BDML-MDCASD 38.169 

LO-DQN 62.997 
 
5.5. Threat Score Analysis of LO-DQN 

Figure 5 and the associated data in Table 7 
illustrate the threat score, or critical success index, 
which measures the proportion of correctly predicted 
ASD-positive cases relative to the sum of actual and 
predicted positives—particularly vital in screening 
environments where false alarms and omissions carry 
clinical weight.  
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Figure 5. Threat Score of LO-DQN against State-of-the-Art 

Classification Algorithms 
 

With a threat score of 39.518%, SVM fails to 
resolve behavioural ambiguity effectively, 
contributing to scattered false positives and negatives. 
BDML-MDCASD, at 53.333%, improves detection 
through feature-space compression but lacks a 
mechanism to suppress inconsistent transitions, 
reducing its reliability under diagnostic uncertainty. 
LO-DQN achieves 69.074% by systematically 
prioritizing ambiguous classification zones through its 
Lagrangian-controlled reward system. This 
formulation enables the model to concentrate updates 
on high-conflict behavioural states, strengthening the 
alignment between predictive certainty and ASD-
positive signal consistency across diverse screening 
conditions. 

 
Table 7. Threat Score Result of LO-DQN against State-of-

the-Art Classification Algorithms 
Classification Algorithms Threat Score (%) 

SVM 39.518 
BDML-MDCASD 53.333 

LO-DQN 69.074 
 
5.6. Fowlkes–Mallows Index Analysis of LO-DQN 
Figure 6 and its supporting data in Table 8 present the 
Fowlkes–Mallows Index (FMI), which quantifies the 
geometric mean of precision and recall making it an 
ideal balance indicator in binary ASD classification. 
SVM reaches an FMI of 56.826%, limited by its rigid 
boundary logic and inability to mediate between 
overlapping behavioural categories. BDML-
MDCASD improves to 69.566%, supported by its 
dual-stage structure, yet suffers from weak internal 
feedback across its encoding and optimization layers, 
causing imprecision in trait-level boundary formation. 
LO-DQN, achieving 81.710%, excels by embedding 
reward-aligned transitions and entropy-aware penalty 

terms through Lagrangian regulation. This formulation 
reinforces the co-optimization of detection accuracy 
and confidence spread, ensuring that true ASD cases 
are recognized without disproportionately inflating 
false positives—yielding a more symmetrical and 
clinically trustworthy predictive balance. 
 

 
Figure 6. FMI of LO-DQN against State-of-the-Art 

Classification Algorithms 
 

 
Table 8. Fowlkes–Mallows Index Result of LO-DQN 

against State-of-the-Art Classification Algorithms 
Classification 
Algorithms 

Fowlkes–Mallows Index 
(%) 

SVM 56.826 
BDML-MDCASD 69.566 

LO-DQN 81.710 
 
6. SCIENTIFIC CONTRIBUTION 

This work contributes a novel reinforcement 
learning framework — the Lagrangian optimization-
based Deep Q-Network (LO-DQN) — that advances 
ASD prediction beyond existing state-of-the-art 
solutions. Unlike prior models that either focus 
narrowly on static feature sets or lack mechanisms to 
manage instability, LO-DQN introduces constraint-
driven optimization with entropy regulation, replay 
prioritization, Q-value bias suppression, and target 
synchronization. This integration directly addresses 
the gaps identified in literature: handling noisy and 
imbalanced screening data, stabilizing training in 
sequential decision contexts, and improving 
interpretability through constraint-aware learning. 
Empirical results demonstrate that LO-DQN not only 
achieves stronger predictive accuracy but also offers 
robust, generalizable, and clinically relevant insights 
for early ASD screening. The scientific contribution 
lies in extending reinforcement learning with 
Lagrangian principles to behavioural health modelling, 
thereby creating a pathway for constraint-resilient and 
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trustworthy AI applications in neurodevelopmental 
disorder prediction. 

 
7. CONCLUSION 

This research demonstrates the viability of 
integrating constraint-aware reinforcement learning 
into behavioural ASD prediction using screening data. 
The proposed LO-DQN framework introduces 
structured learning stability through Lagrangian-
regulated mechanisms, enabling the model to adapt 
dynamically to diagnostic uncertainty, sequential 
decision paths, and population variability. By 
embedding interpretive constraints into each stage of 
policy optimization, the model maintains exploration 
diversity, mitigates value inflation, and learns 
meaningful transitions even under sparse or 
imbalanced training conditions. The approach also 
supports consistent learning across developmental 
stages, addressing the often-overlooked challenge of 
behavioural drift in screening-based ASD 
identification. Beyond predictive performance, the 
framework offers a computational path toward 
interpretable and generalizable models that can 
function effectively in decentralized, cost-sensitive 
environments. The successful application of this model 
suggests that reinforcement learning, when aligned 
with optimization constraints, can significantly elevate 
the practicality and precision of non-imaging 
diagnostic tools for complex neurodevelopmental 
conditions. 
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